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    Changelog for v3.x

v3.14.0 (2026-05-19)
Enhancements
	[migrations] Allow table modifiers such as UNLOGGED tables
	[migrations] Add Safe Ecto Migration guides
	[mysql] Support insert_mode: :ignore
	[postgres] Set a default timezone on mix ecto.create
	[sandbox] Label the sandbox owner process
	[sql] Allow fragment tuple sources in adapters
	[sql] Allow pid repos in Ecto.Adapters.SQL.table_exists?
	[sql] Accept counter option in to_sql/4
	[sql] Support {:unsafe_fragment, ...} support to RETURNING clause

v3.13.5 (2026-03-03)
	[postgrex] Map :restrict_violation to :foreign_key constraint (required by PostgreSQL 18)

v3.13.4 (2025-12-27)
Bug fixes
	[mysql] Do not crash mix ecto.load with large dumped databases

v3.13.3 (2025-12-08)
Enhancements
	[sql] Tag generated functions as :generated
	[sql] Add :wrap_in_transaction option to explain

Bug fixes
	[mysql] Fix structure_load/2 for MySQL 9.4+

v3.13.2 (2025-06-24)
Enhancements
	[sandbox] Allow passing through opts in Ecto.Adapters.SQL.Sandbox.allow/4 calls
	[sql] Add support for ON DELETE SET DEFAULT

Bug fixes
	[postgres] Fix nested array generated time columns

v3.13.1 (2025-06-20)
Bug fixes
	[postgres] Fix nested array generated columns

v3.13.0 (2025-06-18)
Enhancements
	[Ecto.Migration] Add support for index directions
	[sql] Support :log_stacktrace_mfa for filtering or modifying stacktrace-derived info in query logs
	[mysql] Support arrays using JSON for MariaDB
	[mysql] Allow to specify :prepare per operation
	[postgres] Add support for collations in Postgres
	[postgres] Allow source fields in json_extract_path

v3.12.1 (2024-10-07)
Enhancements
	[sql] Support :pool_count option

v3.12.0 (2024-08-12)
Enhancements
	[Ecto.Migration] Add Ecto.Migration.remove_if_exists/1
	[Ecto.Migrator] Warn for migration files that end in .ex
	[sql] Support for subqueries in order_bys and group_bys
	[mysql] Add check constraints for MySQL
	[postgres] Add native bitstring support to Postgres
	[postgres] Add support for :duration type
	[postgres] Add :plan explain option for Postgres
	[tds] Allow passing %Tds.Parameter structs as params for named parameter usage in query

Bug fix
	[mysql] Type cast of integers in MySQL should use signed integers

v3.11.3 (2024-06-13)
Enhancements
	[mysql] Relax myxql dependency

v3.11.2 (2024-05-18)
Enhancements
	[postgres] Relax postgrex dependency

v3.11.1 (2023-12-07)
Enhancements
	[Ecto.Migration] Add :generated option to columns
	[Ecto.Migration] Add index storage parameters (via :options) for Postgres

Bug fixes
	[Ecto.Migration] Support :prefix on index rename
	[Ecto.Migrator] Stop runner if migration fails

v3.11.0 (2023-11-14)
Enhancements
	[mix ecto.migrate] Add --log-level to ecto.migrate
	[mix ecto.rollback] Add --log-level to ecto.rollback
	[sql] Support fragment splicing
	[sql] Support data-modifying CTEs
	[sql] Add source to insert_ll, insert, update, and delete telemetry events
	[tds] Include exec before stored procedure for TDS (for earlier SQLServer versions)

Bug fixes
	[mix ecto.migrate] Read existing dynamic repo in migrations
	[mix ecto.migrate] Don't add primary key on remove migration

v3.10.2 (2023-08-21)
Enhancements
	[migrations] Handle from: {reference, opts} in FK migrations
	[mysql] Support MariaDB versioned tables

Bug fixes
	[migrations] Don't add comment to removed columns
	[migrations] Ensure module is loaded before checking for migration
	[mysql] Fix for casting boolean values in MySQL

v3.10.1 (2023-04-11)
Enhancements
	[postgres] Allow Postgrex v0.17.x

v3.10.0 (2023-04-10)
Enhancements
	[Ecto.Migrator] Allow running the migrator in your supervision tree
	[Ecto.Migrator] Allow renaming an index
	[Ecto.Migrator] Add execute_file/1 and execute_file/2
	[mix ecto.dump] Support dumping  multiple prefixes on PostgreSQL and MySQL
	[mysql] Improve constraint matching support on alternative implementations
	[postgres] Allow CASCADE when dropping a constraint on postgres

Bug fixes
	[mix ecto.load] Suppress query logs in mix ecto.load when quiet flag is given

v3.9.2 (2022-12-20)
Enhancements
	[migrator] Raise if target version in to/exclusive_to is not an integer
	[mysql] Add support for cross lateral joins
	[postgres] Add support for cross lateral joins
	[postgres] Add support for materialized CTEs
	[telemetry] Send cast_params metadata to telemetry events

v3.9.1 (2022-11-18)
Enhancements
	[mysql] Support :format option on explain
	[postgres] Permit outer joins when using update_all
	[sql] Add support for ONLY in index creation

Bug fixes
	[mysql] Ensure locks are quoted
	[mysql] Do not crash on mix ecto.drop when the database is unreachable
	[postgres] Fix empty array compare in PostgreSQL
	[sql] Allow function sources whose name begins with 'select'

v3.9.0 (2022-09-27)
Enhancements
	[migrations] Support primary_key configuration options in table
	[migrations] Add :nulls_distinct option for unique indexes
	[postgres] Support the use of advisory locks for migrations
	[sql] Add dump_cmd to postgrex and myxql adapters
	[sql] Log human-readable UUIDs by using pre-dumped query parameters
	[sql] Support select aliases from selected_as/1 and selected_as/2
	[telemetry] Emit schema_migration: true under telemetry_options

v3.8.3 (2022-06-04)
Enhancements
	[sql] Implement literal/1 support in fragments

v3.8.2 (2022-05-18)
Bug fixes
	[postgres] Fix possible breaking change on json_extract_path for boolean values introduced in v3.8.0
	[sql] Colorize stacktrace and use : before printing line number

v3.8.1 (2022-04-29)
Bug fixes
	[mysql] Raise on a subquery with parameter on MySQL join
	[sql] Do not invoke dynamic repositories in direct Ecto.Adapters.SQL operations

v3.8.0 (2022-04-26)
Enhancements
	[migrations] Support --to-exclusive in mix ecto.migrate and mix ecto.rollback
	[mysql] Add :comment support on MySQL migrations
	[postgres] Support :prepare option per operation
	[postgres] Optimize json_extract_path comparisons in PostgreSQL
	[sql] Optionally log last known call, publish stacktrace in telemetry
	[telemetry] Include :repo option in telemetry events

Bug fixes
	[sql] Ensure :timeout option is respected in Ecto.Adapters.SQL.explain/3

v3.7.2 (2022-01-23)
Enhancements
	[adapters] Support latest myxql and postgrex

v3.7.1 (2021-10-12)
Enhancements
	[migrations] Add :cascade option to drop
	[migrations] Support --prefix in mix ecto.migrations
	[migrations] Add --log-migrator-sql and --log-migrations-sql
	[mysql] Cache more insert/update queries and allow :cache_statement to be set
	[mssql] Support more recent tds versions

Bug fixes
	[migrations] Consider the database prefix when locking tables

v3.7.0 (2021-08-19)
Enhancements
	[mysql] Support lateral joins

Bug fixes
	[sql] Fix CTE subqueries not finding parent bindings

v3.6.2 (2021-05-28)
Bug fixes
	[migration] Improve error message on invalid migration type
	[postgres] Avoid duplicate order_by with distinct
	[sql] Implement new checked_out? callback required by latest Ecto

v3.6.1 (2021-04-12)
Bug fixes
	[migrations] Ensure migration_source option is respected in PostgreSQL adapter

v3.6.0 (2021-04-03)
Bug fixes
	[migrations] Fix a bug where the migration lock would not apply on the first migration (when the schema migrations table is empty). This fix changes how migration tables are locked, therefore let us know of any possible regressions in your workflow

Enhancements
	[migrations] Allow generating migrations from within umbrella app
	[postgres] Add :format option to PostgreSQL explain
	[postgres] Support :socket_dir connection option when using mix ecto.load or mix ecto.dump
	[sandbox] Support locally registered processes in allow/3
	[storage] Do not fail storage_up if the user has access to an already-created database
	[tds] Support for :inner_lateral and :left_lateral

v3.5.4 (2020-01-20)
Enhancements
	[mysql] Support defaults for JSON columns
	[postgres] Allow Postgrex v1.0

v3.5.3 (2020-10-27)
Enhancements
	[migrations] Pass :schema_migration option to repo operations for prepare_query checks
	[psql] Support :force_drop configuration to force a DB to be dropped

v3.5.2 (2020-10-24)
Enhancements
	[migrations] Support :with option in references for composite foreign keys
	[migrations] Support :match option in references
	[tds] Support TDS 3-part and 4-part prefixes

v3.5.1 (2020-10-12)
Enhancements
	[tds] Support explain plan for the TDS adapter

Bug fix
	[migrations] Reload all migrations once the lock is free to avoid running the same migration more than once
	[query] Support nested subqueries

v3.5.0 (2020-10-03)
Enhancements
	[migrations] Add option to skip schema migrations table checks
	[migrations] Add :migration_repo configuration to allow a different repository to host the schema migrations
	[migrations] Support validate: false on references and constraints
	[migrations] Accept :migration_primary_key as false and add :migration_foreign_key repo config
	[postgres] Support for :identity key types in Postgres 10 or later
	[postgres] Use IF NOT EXIST when creating index with create_if_not_exists, this requires PG 9.5+ or later
	[repo] Support Repo.explain(:all | :update_all | :delete_all, query) for Ecto adapters

	[sandbox] Allow for dynamic repos to be checked out in sandbox

Bug fixes
	[migrations] Flush migration commands before executing before_commit callback
	[migrations] Do not swallow errors when migration lock is disabled

v3.4.5 (2020-07-05)
Bug fixes
	[ecto] Fix warnings on Elixir v1.11
	[migrations] Migration prefix should have higher preference than default_options

v3.4.4 (2020-05-19)
Enhancements
	[sandbox] Add Ecto.Adapters.SQL.start_owner!/2 and Ecto.Adapters.SQL.stop_owner/1
	[myxql] Decode BIT columns when using MyXQL and :boolean type
	[migrations] Use one line per migration in the schema dump

v3.4.3 (2020-04-27)
Bug fixes
	[ecto] Support as and parent_as from Ecto v3.4.3+
	[ecto] Support x in subquery(query) from Ecto v3.4.3+

v3.4.2 (2020-04-02)
Bug fixes
	[myxql] A binary with size should be a varbinary
	[mssql] A binary without size should be a varbinary(max)

v3.4.1 (2020-03-25)
Bug fixes
	[myxql] Assume the reference does not change in MyXQL and prepare for v0.4.0

v3.4.0 (2020-03-24)
Enhancements
	[adapters] Support Ecto's v3.4 json_extract_path/2
	[migrations] Support multiple migration paths to be given with --migration-path
	[mssql] Add built-in support to MSSQL via the TDS adapter
	[repo] Support custom options on telemetry

v3.3.4 (2020-02-14)
Enhancements
	[adapters] Support fragments in locks
	[migration] Add :include option to support covering indexes

v3.3.3 (2020-01-28)
Enhancements
	[myxql] Allow not setting the encoding when creating a database

Bug fixes
	[myxql] Removing prefixed table name from constraints on latest MySQL versions
	[sql] Fix precedence of is_nil when inside a comparison operator

v3.3.2 (2019-12-15)
Bug fixes
	[adapters] Start StorageSupervisor before using it

v3.3.1 (2019-12-15)
Bug fixes
	[adapters] Do not leak PIDs on storage commands
	[migrations] Use :migration_primary_key in create/1

v3.3.0 (2019-12-11)
Enhancements
	[ecto] Upgrade and support Ecto v3.3
	[repo] Include :idle_time on telemetry measurements
	[migration] Support anonymous functions in Ecto.Migration.execute/2

Bug fixes
	[migration] Ensure that flush() will raise on rollback if called from change/0

v3.2.2 (2019-11-25)
Enhancements
	[mysql] Support myxql v0.3

v3.2.1 (2019-11-02)
Enhancements
	[migration] Support anonymous functions in execute

Bug fixes
	[mix ecto.create] Change default charset in MyXQL to utf8mb4

v3.2.0 (2019-09-07)
This new version requires Elixir v1.6+. Note also the previously soft-deprecated Ecto.Adapters.MySQL has been removed in favor of Ecto.Adapters.MyXQL. We announced the intent to remove Ecto.Adapters.MySQL back in v3.0 and Ecto.Adapters.MyXQL has been tested since then and ready for prime time since v3.1.
Enhancements
	[sql] Use get_dynamic_repo on SQL-specific functions
	[sql] Respect Ecto.Type.embed_as/2 choice when loading/dumping embeds (Ecto 3.2+ compat)
	[sql] Support CTE expressions (Ecto 3.2+ compat)

Bug fixes
	[sql] Fix generated "COMMENT ON INDEX" for PostgreSQL

v3.1.6 (2019-06-27)
Enhancements
	[sql] Set cache_statement for insert_all

v3.1.5 (2019-06-13)
Enhancements
	[migration] Add @disable_migration_lock to be better handle concurrent indexes
	[mysql] Set cache_statement for inserts

Deprecations
	[mysql] Deprecate Ecto.Adapters.MySQL

v3.1.4 (2019-05-28)
Enhancements
	[migrator] Print warning message if concurrent indexes are used with migration lock

v3.1.3 (2019-05-19)
Enhancements
	[migrator] Add --migrations-path to ecto.migrate/ecto.rollback/ecto.migrations Mix tasks

Bug fixes
	[migrator] Make sure an unboxed run is performed when running migrations with the ownership pool

v3.1.2 (2019-05-11)
Enhancements
	[migrator] Add Ecto.Migrator.with_repo/2 to start repo and apps
	[mix] Add --skip-if-loaded for ecto.load
	[sql] Add Ecto.Adapters.SQL.table_exists?/2

v3.1.1 (2019-04-16)
Bug fixes
	[repo] Fix backwards incompatible change in Telemetry metadata

v3.1.0 (2019-04-02)
v3.1 requires Elixir v1.5+.
Enhancements
	[mysql] Introduce Ecto.Adapters.MyXQL as an alternative library for MySQL
	[migrations] Run all migrations in subdirectories
	[repo] Update to Telemetry v0.4.0 (note the measurements value differ from previous versions)

Bug fixes
	[sandbox] Respect :ownership_timeout repo configuration on SQL Sandbox
	[migrations] Commit and relock after every migration to avoid leaving the DB in an inconsistent state under certain failures

Backwards incompatible changes
	[migrations] If you are creating indexes concurrently, you need to disable the migration lock: config :app, App.Repo, migration_lock: nil. This will migrations behave the same way as they did in Ecto 2.0.

v3.0.5 (2019-02-05)
Enhancements
	[repo] Add :repo and :type keys to telemetry events
	[migrations] Add :add_if_not_exists and :remove_if_exists to columns in migrations

Bug fixes
	[migrations] Load all migrations before running them
	[sandbox] Include :queue_target and :queue_interval in SQL Sandbox checkout

v3.0.4 (2018-12-31)
Enhancements
	[repo] Bump telemetry dependency
	[migrations] Perform strict argument parsing in ecto.migrate, ecto.rollback, ecto.load and ecto.dump

Bug fixes
	[migrations] Do not log migration versions query

Deprecations
	[repo] Telemetry.attach/5 and Telemetry.attach_many/5 are deprecated in favor of :telemetry.attach/5 and :telemetry.attach_many/5

v3.0.3 (2018-11-29)
Enhancements
	[migration] Support after_begin and before_commit migration callbacks
	[migration] Add :prefix option to references/2

Bug fixes
	[migration] Do not start a transaction for migrated versions if there is no :migration_lock
	[migration] Fix removing an reference column inside alter table
	[migration] Warn on removed :pool_timeout option

v3.0.2 (2018-11-20)
Enhancements
	[query] Support Ecto.Query in insert_all values
	[migration] Add Ecto.Migration.repo/0

v3.0.1 (2018-11-17)
Enhancements
	[migrations] Support drop_if_exists for constraints

Bug fixes
	[migrations] Only commit migration transaction if migration can be inserted into the DB
	[migrations] Do not run migrations from _build when using Mix
	[migrations] Improve errors when checking in already committed sandboxes
	[mysql] Do not pass nil for --user to mysqldump
	[package] Require Ecto 3.0.2 with bug fixes
	[package] Require Mariaex 0.9.1 which fixes a bug when used with Ecto 3.0.2
	[sandbox] Raise when using sandbox on non-sandbox pools

v3.0.0 (2018-10-29)
	Initial release



  

    Anatomy of a Migration

Ecto migrations are used to do the following:
	Change the structure of the database, such as adding fields, tables, or indexes to improve lookups (DDL).
	Populating fields with modified data or new data (DML).

In order for us to create and run safe Ecto migrations on our database, it is helpful to understand what is actually happening with the database. To do that, we'll dig deeper into how Ecto migrations work by looking both at the code being executed and the Postgres logs.
To generate a migration, we'll use run a mix task:
mix ecto.gen.migration create_weather_table

Tip
If you're using Phoenix, you might consider mix phx.gen.schema which will generate a migration and also allows you to pass in fields and types. See mix help phx.gen.schema for more information.
This command will generate a file in priv/repo/migrations given the repo name of Repo. If you named it OtherRepo the file would be in priv/other_repo/migrations.
Let's look at that file:
defmodule MyApp.Repo.Migrations.CreateWeatherTable do
  use Ecto.Migration

  def change do

  end
end
Let's make some changes; how about we create a table that tracks a city's climate?
defmodule MyApp.Repo.Migrations.CreateWeatherTable do
  use Ecto.Migration

  def change do
    create table("weather") do
      add :city,    :string, size: 40
      add :temp_lo, :integer
      add :temp_hi, :integer
      add :prcp,    :float

      timestamps()
    end
  end
end
Now that we have a migration, let's run it! Run mix ecto.migrate:
$ mix ecto.migrate
21:26:18.992 [info]  == Running 20210702012346 MyApp.Repo.Migrations.CreateWeatherTable.change/0 forward
21:26:18.994 [info]  create table weather
21:26:19.004 [info]  == Migrated 20210702012346 in 0.0s

Inspect SQL
Understanding exactly what SQL commands are running is helpful to ensure safe migrations, so how do we see the SQL that is executed? By default, Ecto does not log the raw SQL. First, I'll rollback, and then re-migrate but with an additional flag --log-migrations-sql so we can see what actually runs.
$ mix ecto.rollback
== Running 20210702012346 MyApp.Repo.Migrations.CreateWeatherTable.change/0 backward
drop table weather
== Migrated 20210702012346 in 0.0s

$ mix ecto.migrate --log-migrations-sql
== Running 20210702012346 MyApp.Repo.Migrations.CreateWeatherTable.change/0 forward
create table weather
QUERY OK db=3.2ms
CREATE TABLE "weather" ("id" bigserial, "city" varchar(40), "temp_lo" integer, "temp_hi" integer, "prcp" float, "inserted_at" timestamp(0) NOT NULL, "updated_at" timestamp(0) NOT NULL, PRIMARY KEY ("id")) []
21:29:36.467 [info]  == Migrated 20210702012346 in 0.0s

Ecto logged the SQL for our changes, but we're not seeing all the SQL that Ecto is running for the migration-- we're missing the Ecto.Migrator SQL that manages the migration. To get these missing logs, we'll also use another flag, --log-migrator-sql. Here I am tailing the PostgreSQL server logs:
$ mix ecto.rollback
$ mix ecto.migrate --log-migrator-sql --log-migrations-sql

begin []
LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE []
begin []
== Running 20210702012346 MyApp.Repo.Migrations.CreateWeatherTable.change/0 forward
create table weather
QUERY OK db=14.8ms
CREATE TABLE "weather" ("id" bigserial, "city" varchar(40), "temp_lo" integer, "temp_hi" integer, "prcp" float, "inserted_
at" timestamp(0) NOT NULL, "updated_at" timestamp(0) NOT NULL, PRIMARY KEY ("id")) []
== Migrated 20210702012346 in 0.0s
QUERY OK source="schema_migrations" db=5.1ms
INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2) [20210718204657, ~N[2021-07-18 18:20:46]]
QUERY OK db=1.0ms
commit []
QUERY OK db=0.3ms
commit []
Inside the transaction, the Ecto Postgres adapter obtains a SHARE UPDATE EXCLUSIVE lock of the "schema_migrations" table.
Why this lock is important: Systems at scale may have multiple instances of the application connected to the same database, and during a deployment all of the instances rolling out may try to migrate that database at the same time, Ecto leverages this SHARE UPDATE EXCLUSIVE lock as a way to ensure that only one instance is running a migration at a time and only once.
This is what the migration actually looks like:
BEGIN;
LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE;
BEGIN;
CREATE TABLE "weather" ("id" bigserial, "city" varchar(40), "temp_lo" integer, "temp_hi" integer, "prcp" float, "inserted_at" timestamp(0) NOT NULL, "updated_at" timestamp(0) NOT NULL, PRIMARY KEY ("id"));
INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ('20210718204657','2021-07-18 20:53:49');
COMMIT;
COMMIT;
When a migration fails, the transaction is rolled back and no changes are kept in the database. In most situations, these are great defaults.
Veteran database administrators may notice the database transactions (BEGIN/COMMIT) and wonder how to turn those off in situations where transactions could cause problems; such as when adding indexes concurrently; Ecto provides some options that can help with transactions and locks.  Let's explore some of those options next.
Migration Options
A typical migration has this structure (reminder: this guide is using Postgres; other adapters will vary):
BEGIN;
  LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE;
  BEGIN;
    -- after_begin callback
    -- my_changes
    -- before_commit callback
    INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
  COMMIT;
COMMIT;
my_changes refers to the changes you specify in each of your migrations.
@disable_migration_lock
By default, Ecto acquires a lock on the "schema_migrations" table during the migration transaction:
BEGIN;
  -- THIS LOCK
  LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE
  BEGIN;
    -- after_begin callback
    -- my_changes
    -- before_commit callback
    INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
  COMMIT;
COMMIT;
You want this lock for most migrations because running multiple migrations simultaneously without this lock could have unpredictable results. In database transactions, any locks obtained inside the transaction are released when the transaction is committed, which then unblocks other transactions that touch the same records to proceed.
However, there are some scenarios where you don't want a lock. We'll explore these scenarios later on (for example, backfilling data and creating indexes).
You can skip this lock in Ecto by setting the module attribute @disable_migration_lock true in your migration. When the migration lock is disabled, the migration looks like this:
BEGIN;
  -- after_begin callback
  -- my changes
  -- before_commit callback
  INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
COMMIT;
@disable_ddl_transaction
By default, Ecto wraps your changes in a transaction:
BEGIN;
  LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE
  -- THIS TRANSACTION
  BEGIN;
    -- after_begin callback
    -- my changes
    -- before_commit callback
    INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
  COMMIT;
  -- THIS TRANSACTION
COMMIT;
This ensures that when failures occur during a migration, your database is not left in an incomplete or mangled state.
There are scenarios where you don't want a migration to run inside a transaction. Like when performing data migrations or when running commands such as CREATE INDEX CONCURRENTLY that can run in the background in the database after you issue the command and cannot be inside a transaction.
You can disable this transaction by setting the module attribute @disable_ddl_transaction true in your migration. The migration then looks like this:
BEGIN;
  LOCK TABLE "schema_migrations" IN SHARE UPDATE EXCLUSIVE MODE
  -- my_changes
  INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
COMMIT;
Tip
For Postgres, when disabling transactions, you'll also want to disable the migration lock since that uses yet another transaction. When running these migrations in a multi-node environment, you'll need a process to ensure these migrations are only run once since there is no protection against multiple nodes running the same migration at the same exact time.
Disabling both the migration lock and the DDL transaction, your migration will be pretty simple:
-- my_changes
INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
Transaction Callbacks
In the examples above, you'll notice there are after_begin and before_commit hooks if the migration is occurring within a transaction:
BEGIN;
  -- after_begin hook
  -- my_changes
  -- before_commit hook
  INSERT INTO "schema_migrations" ("version","inserted_at") VALUES ($1,$2);
COMMIT;
You can use these hooks by defining after_begin/0 and before_commit/0 in your migration. A good use case for this is setting migration lock timeouts as safeguards (see later Safeguards section).
defmodule MyApp.Repo.Migrations.CreateWeatherTable do
  use Ecto.Migration

  def change do
    # ... my potentially long-locking migration
  end

  def after_begin do
    execute "SET lock_timeout TO '5s'", "SET lock_timeout TO '10s'"
  end
end
Caution
Be aware that these callbacks are not called when @disable_ddl_transaction true is configured because they rely on the transaction being present.
Safeguards in the database
It's a good idea to add safeguards so no developer on the team accidentally locks up the database for too long. Even if you know all about databases and locks, you might have a forgetful day and try to add an index non-concurrently and bring down production. Safeguards are good.
We can add one or more safeguards:
	Automatically cancel a statement if the lock is held for too long. There are two ways to do this:
	Apply to migrations. This can be done with a lock_timeout inside a transaction.
	Apply to any statements. This can be done by setting a lock_timeout on a Postgres role.
	Automatically cancel statements that take too long. This is broader than #1 because it includes any statement, not just locks.

Let's dive into these safeguards.
Add a lock_timeout
One safeguard we can add to migrations is a lock timeout. A lock timeout ensures a lock will not last more than n seconds. This way, when an unsafe migration sneaks in, it only locks tables to updates and writes (and possibly reads) for n seconds instead of indefinitely when the migration finishes.
From the Postgres docs:
Abort any statement that waits longer than the specified amount of time while attempting to acquire a lock on a table, index, row, or other database object. The time limit applies separately to each lock acquisition attempt. The limit applies both to explicit locking requests (such as LOCK TABLE, or SELECT FOR UPDATE without NOWAIT) and to implicitly-acquired locks. If this value is specified without units, it is taken as milliseconds. A value of zero (the default) disables the timeout.
Unlike statement_timeout, this timeout can only occur while waiting for locks. Note that if statement_timeout is nonzero, it is rather pointless to set lock_timeout to the same or larger value, since the statement timeout would always trigger first. If log_min_error_statement is set to ERROR or lower, the statement that timed out will be logged.

There are two ways to apply this lock:
	localized to the transaction
	default for the user/role

Let's go through those options:
Transaction lock_timeout
In SQL:
SET LOCAL lock_timeout TO '5s';
Let's move that to an Ecto migration transaction callback. Since this lock_timeout will be in a database transaction for Postgres, we will use SET LOCAL lock_timeout so that the lock_timeout only alters this database transaction and not the session.
You can set a lock timeout in every migration:
def after_begin do
  # execute/2 can be ran in both migration directions, up/down.
  # The first argument will be ran when migrating up.
  # The second argument will be ran when migrating down. You might give yourself
  # a couple extra seconds when rolling back.
  execute("SET LOCAL lock_timeout TO '5s'", "SET LOCAL lock_timeout TO '10s'")
end
But this can get tedious since you'll likely want this for every migration. Let's write a little macro to help with this boilerplate code.
In every migration, you'll notice that we use Ecto.Migration which inserts some code into your migration. Let's use this same idea to inject a boilerplate of our own and leverage an option to set a lock timeout. We define the after_begin/0 callback to set the lock timeout.
defmodule MyApp.Migration do
  defmacro __using__(opts) do
    lock_timeout = Keyword.get(opts, :lock_timeout, [up: "5s", down: "10s"])

    quote do
      use Ecto.Migration

      if unquote(lock_timeout) do
        def after_begin do
          execute(
            "SET LOCAL lock_timeout TO '#{Keyword.fetch!(unquote(lock_timeout), :up)}'",
            "SET LOCAL lock_timeout TO '#{Keyword.fetch!(unquote(lock_timeout), :down)}'"
          )
        end
      end
    end
  end
end
And adjust our migration:
defmodule MyApp.Repo.Migrations.CreateWeatherTable do
-  use Ecto.Migration
+  use MyApp.Migration

  def change do
    # my changes
  end
end
Now the migrations will only be allowed to acquire locks up to 5 seconds when migrating up and 10 seconds when rolling back. Remember, these callbacks are not called when @disable_ddl_transaction true is set.
You can override the lock timeout if needed by passing in options:
# disable the lock_timeout
use MyApp.Migration, lock_timeout: false

# or change the timeouts
use MyApp.Migration, lock_timeout: [up: "10s", down: "20s"]
Let's now make Ecto use our custom Migration module by default when generating new migrations:
# config/config.exs
config :ecto_sql, migration_module: MyApp.Migration
Role-level lock_timeout
Alternatively, you can set a lock timeout for the user in all commands:
ALTER ROLE myuser SET lock_timeout = '10s';
If you have a different user that runs migrations, this could be a good option for that migration-specific Postgres user. The trade-off is that Elixir developers won't see this timeout as they write migrations and explore the call stack since database role settings are in the database which developers don't usually monitor.
Statement Timeout
Another way to ensure safety is to configure your Postgres database with statement timeouts. These timeouts apply to all statements, including migrations and the locks they obtain.
From Postgres docs:
Abort any statement that takes more than the specified amount of time. If log_min_error_statement is set to ERROR or lower, the statement that timed out will also be logged. If this value is specified without units, it is taken as milliseconds. A value of zero (the default) disables the timeout.
The timeout is measured from the time a command arrives at the server until it is completed by the server. If multiple SQL statements appear in a single simple-Query message, the timeout is applied to each statement separately. (PostgreSQL versions before 13 usually treated the timeout as applying to the whole query string.) In extended query protocol, the timeout starts running when any query-related message (Parse, Bind, Execute, Describe) arrives, and it is canceled by completion of an Execute or Sync message.

You can specify this configuration for the Postgres user. For example:
ALTER ROLE myuser SET statement_timeout = '10m';
Now any statement automatically times out if it runs for more than 10 minutes; opposed to running indefinitely. This can help if you accidentally run a query that runs the database CPU hot, slowing everything else down; now the unoptimized query will be limited to 10 minutes or else it will fail and be canceled.
Setting this statement_timeout requires discipline from the team; if there are runaway queries that fail (for example) at 10 minutes, an exception will likely occur somewhere. You will want to equip your application with sufficient logging, tracing, and reporting so you can replicate the query and the parameters it took to hit the timeout, and ultimately optimize the query. Without this discipline, you risk creating a culture that ignores exceptions.
Handling Failed Concurrent Operations
When CREATE INDEX CONCURRENTLY fails (due to timeout, deadlock, or other errors), PostgreSQL leaves behind an invalid index. This index:
	Takes up disk space
	Slows down writes (PostgreSQL still updates it)
	Does not speed up queries (the planner ignores it)

You can find invalid indexes with:
SELECT indexrelid::regclass AS index_name, indrelid::regclass AS table_name
FROM pg_index WHERE NOT indisvalid;
To clean up, drop the invalid index and retry:
@disable_ddl_transaction true
@disable_migration_lock true

def change do
  # Drop any invalid index from a previous failed attempt
  execute "DROP INDEX CONCURRENTLY IF EXISTS posts_slug_index"
  create index("posts", [:slug], concurrently: true)
end
Caution
Always check for invalid indexes after a failed concurrent migration. They won't go away on their own and can silently degrade write performance.

This guide was originally published on Fly.io Phoenix Files.


  

    Safe Ecto Migrations

A guide on common migration recipes and how to avoid trouble.
Quick Reference
	Operation	Risk	Safe Approach
	Adding an index	Blocks writes	Use concurrently: true and disable transactions
	Dropping an index	Postgres blocks reads and writes	Use concurrently: true in Postgres; recent MySQL keeps the table available
	Adding a reference or foreign key	Blocks writes on both tables	Use validate: false, then validate separately
	Adding a column with a default value	Volatile or expression defaults may rewrite the table	Constant defaults are fast on recent Postgres/MySQL; otherwise add the column first, then set the default
	Changing a column's default value	Using modify/3 can force an unnecessary type change	Use raw SQL to change only the default
	Changing the type of a column	Table rewrite	Create a new column, migrate data, swap reads, drop the old column
	Removing a column	Query failures	Remove it from the schema first, then drop it
	Renaming a column	Query failures	Prefer renaming the schema field and using source:
	Renaming a table	Query failures	Prefer renaming the schema module instead
	Adding a check constraint	Full table scan	Create with validate: false, then validate separately
	Setting NOT NULL on an existing column	Postgres requires a full table scan	Use a check constraint, validate it, then add NOT NULL
	Adding a JSON column	SELECT DISTINCT errors in Postgres	Use :jsonb instead of :json
	Removing or replacing a PostgreSQL enum value	Removing a value requires replacing the type	Rename directly with RENAME VALUE when renaming; otherwise phase app changes, backfill, then replace the type
	Adding a PostgreSQL extension	Privilege or extension-specific install requirements	Use IF NOT EXISTS; disable transactions only if the extension requires it

All Scenarios
The biggest factor in all the scenarios below is scale. For 1 million records 
in tables, you may lock writes to the table when creating the column for 
milliseconds which could be acceptable for you. However, once your table has 
100+ million records, the difference becomes seconds which is more likely to be 
felt and cause timeouts. Therefore, err on the side of safety, but 
always benchmark for your own database. Also consider the hardware the
database is running: for example, a Raspberry Pi 2B on a microSD will run much slower.
Adding an index
Creating an index will block writes to the table in Postgres unless you use CONCURRENTLY.
In recent MySQL/InnoDB versions, adding a secondary index is an online DDL operation that permits concurrent DML. FULLTEXT and SPATIAL indexes have additional caveats.
Bad
def change do
  create index("posts", [:slug])

  # This obtains a ShareLock on "posts" which will block writes to the table
end
Good
With Postgres, instead create the index concurrently which does not block writes.
There are two options:
Option 1
Configure the Repo to use advisory locks for locking migrations while running. Advisory locks are application-controlled database-level locks, and EctoSQL since v3.9.0 provides an option to use this type of lock. This is the safest option as it avoids the trade-off in Option 2.
Disable the DDL transaction in the migration to avoid a database transaction which is not compatible with CONCURRENTLY database operations.
# in config/config.exs
config MyApp.Repo, migration_lock: :pg_advisory_lock

# in the migration
@disable_ddl_transaction true

def change do
  create index("posts", [:slug], concurrently: true)
end
If you're using Phoenix, you will likely need to disable
the migration lock in the CheckRepoStatus plug during dev to avoid hitting and
waiting on the advisory lock with concurrent web processes. You can do this by
adding migration_lock: false to the CheckRepoStatus plug in your
MyAppWeb.Endpoint.
Option 2
Disable the DDL transaction and the migration lock for the migration. By default, EctoSQL with Postgres will run migrations with a DDL transaction and a migration lock which also (by default) uses another transaction. You must disable both of these database transactions to use CONCURRENTLY. However, disabling the migration lock will allow competing nodes to try to run the same migration at the same time (eg, in a multi-node Kubernetes environment that runs migrations before startup). Therefore, some nodes may fail startup for a variety of reasons.
@disable_ddl_transaction true
@disable_migration_lock true

def change do
  create index("posts", [:slug], concurrently: true)
end
For either option chosen, the migration may still take a while to run, but reads and updates to rows will continue to work. For example, for 100,000,000 rows it took 165 seconds to add run the migration, but SELECTS and UPDATES could occur while it was running.
Do not have other changes in the same migration; only create the index concurrently and separate other changes to later migrations.
Dropping an index
In Postgres, dropping an index blocks reads and writes while acquiring an ACCESS EXCLUSIVE lock.
In recent MySQL/InnoDB versions, dropping a secondary index is an online operation that keeps the table available for reads and writes.
Bad
def change do
  drop index("posts", [:slug])
  # Acquires ACCESS EXCLUSIVE lock, blocking all reads and writes
end
Good
Drop the index concurrently to avoid blocking reads and writes:
@disable_ddl_transaction true
@disable_migration_lock true

def change do
  drop index("posts", [:slug], concurrently: true)
end
Or with advisory locks (preferred):
# in config/config.exs
config MyApp.Repo, migration_lock: :pg_advisory_lock

# in the migration
@disable_ddl_transaction true

def change do
  drop index("posts", [:slug], concurrently: true)
end
Note
Like creating indexes concurrently, dropping concurrently cannot be done inside a transaction. The same caveats about multi-node deployments apply.
Adding a reference or foreign key
Adding a foreign key blocks writes on both tables.
Bad
def change do
  alter table("posts") do
    add :group_id, references("groups")
    # Obtains a ShareRowExclusiveLock which blocks writes on both tables
  end
end
Good
In the first migration
def change do
  alter table("posts") do
    add :group_id, references("groups", validate: false)
    # Obtains a ShareRowExclusiveLock which blocks writes on both tables.
  end
end
In the second migration
def change do
  execute "ALTER TABLE posts VALIDATE CONSTRAINT group_id_fkey", ""
  # Obtains a ShareUpdateExclusiveLock which doesn't block reads or writes
end
Note
The down migration is an empty string because PostgreSQL does not have an "unvalidate" operation for constraints. This is safe because validation only confirms existing data meets the constraint—it doesn't modify data. If you need to rollback, the constraint will remain validated, which has no negative impact.
These migrations can be in the same deployment, but make sure they are separate migrations.
Note on empty tables: when the table creating the referenced column is empty, you may be able to
create the column and validate at the same time since the time difference would be milliseconds
which may not be noticeable, no matter if you have 1 million or 100 million records in the referenced table.
Note on populated tables: the biggest difference depends on your scale. For 1 million records in
both tables, you may lock writes to both tables when creating the column for milliseconds
(you should benchmark for yourself) which could be acceptable for you. However, once your table has
100+ million records, the difference becomes seconds which is more likely to be felt and cause timeouts.
The differentiating metric is the time that both tables are locked from writes. Therefore, err on the side
of safety and separate constraint validation from referenced column creation when there is any data in the table.
Adding a column with a default value
On PostgreSQL 11+ and recent MySQL/InnoDB versions, adding a column with a constant or literal default is usually a fast metadata change. The main remaining hazards are volatile or expression defaults in Postgres, and MySQL cases where the table cannot use its online DDL fast path.
Caveats
Note: A constant default is generally safe in:
	Postgres 11+. Default applies to INSERT since 7.x, and UPDATE since 9.3.
	MySQL 8.0.12+
	MariaDB 10.3.2+

The volatile-expression example below remains unsafe in Postgres.
def change do
  alter table("comments") do
    add :approved, :boolean, default: false
    # Safe on recent PostgreSQL/MySQL when the database can use its fast path,
    # but older PostgreSQL versions and some table layouts may still rewrite.
  end
end
def change do
  alter table("comments") do
    add :some_timestamp, :utc_datetime, default: fragment("now()")
    # A volatile value
  end
end
Good
If you need a conservative approach that also works for older PostgreSQL versions, or you are using a volatile default, add the column first and then alter it to include the default.
First migration:
def change do
  alter table("comments") do
    add :approved, :boolean
    # This took 0.27 milliseconds for 100 million rows with no fkeys,
  end
end
Second migration:
def change do
  execute "ALTER TABLE comments ALTER COLUMN approved SET DEFAULT false",
          "ALTER TABLE comments ALTER COLUMN approved DROP DEFAULT"
  # This took 0.28 milliseconds for 100 million rows with no fkeys,
end
Note: we cannot use Ecto.Migration.modify/3 here as it will include updating the column type as
well unnecessarily, causing Postgres to rewrite the table.
Schema change to read the new column:
schema "comments" do
+ field :approved, :boolean, default: false
end
Note
The safe method will not materialize the default value on the column for existing rows because the default was not set when adding the column (avoiding a potential table lock so it can re-write it to write the default). This may affect your queries where you'd expect the value to now be set to your default but is actually null. However, the next UPDATE operation on the row will materialize the default, additionally Ecto will apply the default on the application side when reading the record. If you want to materialize the value, then you will need to consider backfilling.
Changing a column's default value
Changing only a column's default is typically a metadata change in PostgreSQL and MySQL. The real risk in Ecto is using Ecto.Migration.modify/3, which also restates the type.
Bad
def change do
  alter table("comments") do
    # Previously, the default was `true`
    modify :approved, :boolean, default: false
    # This also restates the type, which can trigger unnecessary work.
  end
end
The issue is that we cannot use Ecto.Migration.modify/3 as it will include updating the column type as
well unnecessarily, causing Postgres to rewrite the table.
Good
Execute raw sql instead to alter the default:
def change do
  execute "ALTER TABLE comments ALTER COLUMN approved SET DEFAULT false",
          "ALTER TABLE comments ALTER COLUMN approved SET DEFAULT true"
  # This took 0.28 milliseconds for 100 million rows with no fkeys,
end
Note
This will not update the values of rows previously-set by the old default. This value has been materialized at the time of insert/update and therefore has no distinction between whether it was set by the column DEFAULT or set by the original operation.
If you want to update the default of already-written rows, you must distinguish them somehow and modify them with a backfill
Changing the type of a column
Changing the type of a column may cause the table to be rewritten. During this time, reads and writes are blocked in Postgres, and writes are blocked in MySQL and MariaDB.
Bad
Safe in Postgres:
	increasing length on varchar or removing the limit
	changing varchar to text
	changing text to varchar with no length limit
	Postgres 9.2+ - increasing precision (NOTE: not scale) of decimal or numeric columns. eg, increasing 8,2 to 10,2 is safe. Increasing 8,2 to 8,4 is not safe.
	Postgres 9.2+ - changing decimal or numeric to be unconstrained
	Postgres 12+ - changing timestamp to timestamptz when session TZ is UTC

Safe in MySQL/MariaDB:
	increasing length of varchar from < 255 up to 255.
	increasing length of varchar from > 255 up to max.

def change do
  alter table("posts") do
    modify :my_column, :boolean, from: :text
  end
end
Good
Take a phased approach:
	Create a new column
	In application code, write to both columns
	Backfill data from old column to new column
	In application code, move reads from old column to the new column
	In application code, remove old column from Ecto schemas.
	Drop the old column.

Removing a column
If Ecto is still configured to read a column in any running instances of the application, then queries will fail when loading data into your structs. This can happen in multi-node deployments or if you start the application before running migrations.
Bad
# Without a code change to the Ecto Schema

def change do
  alter table("posts") do
    remove :no_longer_needed_column
  end
end
Good
Safety can be assured if the application code is first updated to remove references to the column so it's no longer loaded or queried. Then, the column can safely be removed from the table.
	Deploy code change to remove references to the field.
	Deploy migration change to remove the column.

First deployment:
# First deploy, in the Ecto schema

defmodule MyApp.Post do
  schema "posts" do
-   column :no_longer_needed_column, :text
  end
end
Second deployment:
def change do
  alter table("posts") do
    remove :no_longer_needed_column
  end
end
Renaming a column
Ask yourself: "Do I really need to rename a column?". Probably not, but if you must, read on and be aware it requires time and effort.
If Ecto is configured to read a column in any running instances of the application, then queries will fail when loading data into your structs. This can happen in multi-node deployments or if you start the application before running migrations.
There is a shortcut: Don't rename the database column, and instead rename the schema's field name and configure it to point to the database column.
Bad
# In your schema
schema "posts" do
  field :summary, :text
end


# In your migration
def change do
  rename table("posts"), :title, to: :summary
end
The time between your migration running and your application getting the new code may encounter trouble.
Good
Strategy 1
Rename the field in the schema only, and configure it to point to the database column and keep the database column the same. Ensure all calling code relying on the old field name is also updated to reference the new field name.
defmodule MyApp.MySchema do
  use Ecto.Schema

  schema "weather" do
    field :temp_lo, :integer
    field :temp_hi, :integer
    field :precipitation, :float, source: :prcp
    field :city, :string

    timestamps(type: :naive_datetime_usec)
  end
end
## Update references in other parts of the codebase:
   my_schema = Repo.get(MySchema, "my_id")
-  my_schema.prcp
+  my_schema.precipitation
Strategy 2
Take a phased approach and use a database view:
	In the same transaction: (1) Rename the table to a temporary name, (2) Create an updatable database view with the table's original name, selecting all of the table's columns as well as the renaming column selected again as the new name.
	In application code, change the field source to the new name
	In the same transaction: (1) Drop the database view, (2) Rename the database table back to the real name, (3) Rename the column to the new name

Strategy 3
Take a phased approach and physically rewrite the column:
	Create a new column
	In application code, write to both columns
	Backfill data from old column to new column
	In application code, move reads from old column to the new column
	In application code, remove old column from Ecto schemas.
	Drop the old column.

Renaming a table
Ask yourself: "Do I really need to rename a table?". Probably not, but if you must, read on and be aware it requires time and effort.
If Ecto is still configured to read a table in any running instances of the application, then queries will fail when loading data into your structs. This can happen in multi-node deployments or if you start the application before running migrations.
There is a shortcut: rename the schema only, and do not change the underlying database table name.
Bad
def change do
  rename table("posts"), to: table("articles")
end
Good
Strategy 1
Rename the schema only and all calling code, and don't rename the table:
- defmodule MyApp.Weather do
+ defmodule MyApp.Forecast do
  use Ecto.Schema

  schema "weather" do
    field :temp_lo, :integer
    field :temp_hi, :integer
    field :precipitation, :float, source: :prcp
    field :city, :string

    timestamps(type: :naive_datetime_usec)
  end
end

# and in calling code:
- weather = MyApp.Repo.get(MyApp.Weather, "my_id")
+ forecast = MyApp.Repo.get(MyApp.Forecast, "my_id")
Strategy 2
Take a phased approach and use a database view:
For example, rename "weather" to "forecasts"
	Create an updatable database view of the table with the new name "forecasts"
	In application code, change the schema source to the updatable view "forecasts"
	In the same transaction: (1) drop the database view, (2) rename the database table to the intended name, eg "forecasts"

Strategy 3
Take a phased approach and physically rewrite the table:
	Create the new table. This should include creating new constraints (checks and foreign keys) that mimic behavior of the old table.
	In application code, write to both tables, continuing to read from the old table.
	Backfill data from old table to new table
	In application code, move reads from old table to the new table
	In application code, remove the old table from Ecto schemas.
	Drop the old table.

Adding a check constraint
Adding a check constraint blocks reads and writes to the table in Postgres, and blocks writes in MySQL/MariaDB while every row is checked.
Bad
def change do
  create constraint("products", :price_must_be_positive, check: "price > 0")
  # Creating the constraint with validate: true (the default when unspecified)
  # will perform a full table scan and acquires a lock preventing updates
end
Good
There are two operations occurring:
	Creating a new constraint for new or updating records
	Validating the new constraint for existing records

If these commands are happening at the same time, it obtains a lock on the table as it validates the entire table and fully scans the table. To avoid this full table scan, we can separate the operations.
In one migration:
def change do
  create constraint("products", :price_must_be_positive, check: "price > 0", validate: false)
  # Setting validate: false will prevent a full table scan, and therefore
  # commits immediately.
end
In the next migration:
def change do
  execute "ALTER TABLE products VALIDATE CONSTRAINT price_must_be_positive", ""
  # Acquires SHARE UPDATE EXCLUSIVE lock, which allows updates to continue
end
These can be in the same deployment, but ensure there are 2 separate migrations.
Setting NOT NULL on an existing column
In Postgres, setting NOT NULL on an existing column requires scanning the table and can block concurrent updates while every row is checked. Recent MySQL/InnoDB versions permit concurrent DML for many NOT NULL changes, though the operation may still rebuild the table.
Just like the Adding a check constraint scenario, there are two operations occurring:
	Creating a new constraint for new or updating records
	Validating the new constraint for existing records

To avoid the full table scan, we can separate these two operations.
Bad
def change do
  alter table("products") do
    modify :active, :boolean, null: false
  end
end
Good
Add a check constraint without validating it, backfill data to satiate the constraint and then validate it. This will be functionally equivalent.
In the first migration:
# Deployment 1
def change do
  create constraint("products", :active_not_null, check: "active IS NOT NULL", validate: false)
end
This will enforce the constraint in all new rows, but not care about existing rows until that row is updated.
You'll likely need a data migration at this point to ensure that the constraint is satisfied.
Then, in the next deployment's migration, we'll enforce the constraint on all rows:
# Deployment 2
def change do
  execute "ALTER TABLE products VALIDATE CONSTRAINT active_not_null", ""
end
You can then add the NOT NULL to the column after validating the constraint. From the Postgres docs:
SET NOT NULL may only be applied to a column provided
none of the records in the table contain a NULL value
for the column. Ordinarily this is checked during the
ALTER TABLE by scanning the entire table; however, if
a valid CHECK constraint is found which proves no NULL
can exist, then the table scan is skipped.

However we cannot use Ecto.Migration.modify/3
as it will include updating the column type as well unnecessarily, causing
Postgres to rewrite the table.
def change do
  execute "ALTER TABLE products VALIDATE CONSTRAINT active_not_null",
          ""

  execute "ALTER TABLE products ALTER COLUMN active SET NOT NULL",
          "ALTER TABLE products ALTER COLUMN active DROP NOT NULL"

  drop constraint("products", :active_not_null)
end
If your constraint fails, then you should consider backfilling data first to cover the gaps in your desired data integrity, then revisit validating the constraint.
Adding a JSON column
In Postgres, there is no equality operator for the json column type, which can cause errors for existing SELECT DISTINCT queries in your application.
Bad
def change do
  alter table("posts") do
    add :extra_data, :json
  end
end
Good
Use jsonb instead. Some say it's like "json" but "better."
def change do
  alter table("posts") do
    add :extra_data, :jsonb
  end
end
Removing or replacing a PostgreSQL enum value
PostgreSQL does not support removing enum values or changing their sort order directly. However, it does support renaming an enum value with ALTER TYPE ... RENAME VALUE.
If you only need to rename a value, you can do that directly:
def up do
  execute "ALTER TYPE status RENAME VALUE 'obsolete' TO 'draft'"
end
For multi-node deployments, still coordinate that rename with application code changes just like any other application-visible rename.
If you need to remove a value, or otherwise replace the enum definition, coordinate application code changes with database changes.
Bad
def change do
  # These operations do not exist in PostgreSQL
  execute "ALTER TYPE status DROP VALUE 'obsolete'"
end
Good
Take a phased approach:
	Deploy application code that handles both old and new enum values (stops writing the value to be removed, reads both old and new values)
	Backfill data to migrate rows from old value to new value (see backfilling guide)
	Deploy migration to replace the enum type
	Deploy application code to remove handling of old value

First deployment (application code):
# Stop writing the old value, handle both when reading
defmodule MyApp.Post do
  def changeset(post, attrs) do
    post
    |> cast(attrs, [:status])
-   |> validate_inclusion(:status, ~w(draft obsolete published archived))
+   |> validate_inclusion(:status, ~w(draft published archived))
  end

  # Handle old value when reading
  def display_status(%{status: "obsolete"}), do: "draft"
  def display_status(%{status: status}), do: status
end
Second deployment (backfill existing rows):
def up do
  execute "UPDATE posts SET status = 'draft' WHERE status = 'obsolete'"
end
For large tables, batch this operation. See backfilling data for safe approaches.
Third deployment (replace the enum type):
def up do
  execute "CREATE TYPE status_new AS ENUM ('draft', 'published', 'archived')"
  execute "ALTER TABLE posts ALTER COLUMN status TYPE status_new USING status::text::status_new"
  execute "DROP TYPE status"
  execute "ALTER TYPE status_new RENAME TO status"
end
Warning
The ALTER COLUMN ... TYPE operation rewrites the table and blocks reads and writes. For large tables, consider a phased migration using a new column instead.
Adding a PostgreSQL extension
CREATE EXTENSION can usually run inside a transaction. The main concerns are privileges, extension availability, and whether the extension's installation script depends on commands that cannot run inside a transaction block.
Example
def change do
  execute "CREATE EXTENSION \"uuid-ossp\""
end
Good
def change do
  execute "CREATE EXTENSION IF NOT EXISTS \"uuid-ossp\"",
          "DROP EXTENSION IF EXISTS \"uuid-ossp\""
end
Note
Creating extensions typically requires superuser privileges. In managed database services (AWS RDS, Heroku), some extensions may not be available.
If an extension complains that it cannot run inside a transaction block, then disable the DDL transaction for that specific migration.
Credits
Created and written by David Bernheisel with recipes heavily inspired from Andrew Kane and his library strong_migrations.
	PostgreSQL at Scale by James Coleman
	Strong Migrations by Andrew Kane
	Adding a NOT NULL CONSTRAINT on PG Faster with Minimal Locking by Christophe Escobar
	Postgres Runtime Configuration

Special thanks for sponsorship: Fly.io


  

    Squashing Migrations

If you have a long list of migrations, sometimes it can take a while to migrate
each of those files every time the project is reset or spun up by a new
developer. Thankfully, Ecto comes with mix tasks to dump and load a database
structure which will represent the state of the database up to a certain point
in time, not including content.
	mix ecto.dump
	mix ecto.load

Schema dumping and loading is only supported by external binaries pg_dump and
mysqldump, which are used by the Postgres, MyXQL, and MySQL Ecto adapters (not
supported in MSSQL adapter).
For example:
20210101000000 - First Migration
20210201000000 - Second Migration
20210701000000 - Third Migration <-- we are here now. run `mix ecto.dump`
We can "squash" the migrations up to the current day which will effectively
fast-forward migrations to that structure. The Ecto Migrator will detect that
the database is already migrated to the third migration, and so it begins there
and migrates forward.
Let's add a new migration:
20210101000000 - First Migration
20210201000000 - Second Migration
20210701000000 - Third Migration <-- `structure.sql` represents up to here
20210801000000 - New Migration <-- This is where migrations will begin
The new migration will still run, but the first-through-third migrations will
not need to be run since the structure already represents the changes applied by
those migrations. At this point, you can safely delete the first, second, and
third migration files or keep them for historical auditing.
Let's make this work:
	Run mix ecto.dump which will dump the current structure into
priv/repo/structure.sql by default. Check mix help ecto.dump for more
options.
	During project setup with an empty database, run mix ecto.load to load
structure.sql.
	Run mix ecto.migrate to run any additional migrations created after the
structure was dumped.

To simplify these actions into one command, we can leverage mix aliases:
# mix.exs

defp aliases do
  [
    "ecto.reset": ["ecto.drop", "ecto.setup"],
    "ecto.setup": ["ecto.load", "ecto.migrate"],
    # ...
  ]
end
Now you can run mix ecto.setup and it will load the database structure and run
remaining migrations. Or, run mix ecto.reset and it will drop and run setup.
Of course, you can continue running mix ecto.migrate as you create them.


  

    Backfilling Data

Backfilling data refers to any attempt to change data in bulk. This can happen in code through migrations, application code, UIs that allow multiple selections and updates, or in a console connected to a running application. Since bulk changes affect a lot of data, it's always a good idea to have the code reviewed before it runs. You also want to check that it runs efficiently and does not overwhelm the database. Ideally, it's nice when the code is written to be safe to re-run. For these reasons, please don't change data in bulk through a console!
We're going to focus on bulk changes executed though Ecto migrations, but the same principles are applicable to any case where bulk changes are being made. Typical scenarios where you might need to run data migrations is when you need to fill in data for records that already exist (hence, backfilling data). This usually comes up when table structures are changed in the database.
Some examples of backfilling:
	Populating data into a new column
	Changing a column to make it required. May require changing existing rows to set a value.
	Splitting one database table into several
	Fixing bad data

For simplicity, we are using Ecto.Migrator to run our data migrations, but it's important to not let these migrations break developers' environments over time (more on this below). If using migrations to change data is a normal process that happens regularly, then you may consider exploring a migration system outside of Ecto.Migrator that is observable, hooks into error reporting, metrics, and allows for dry runs. This guide is intended as a starting point, and since Ecto ships with a migration runner, we'll leverage it to also run the data migrations.
There are both bad and good ways to write these data migrations. Let explore some:
Bad
In the following example, a migration references the schema MyApp.MySchema.
defmodule MyApp.Repo.DataMigrations.BackfillPosts do
  use Ecto.Migration
  import Ecto.Query

  def change do
    alter table("posts") do
      add :new_data, :text
    end

    flush()

    MyApp.MySchema
    |> where(new_data: nil)
    |> MyApp.Repo.update_all(set: [new_data: "some data"])
  end
end
The problem is the code and schema may change over time. However, migrations are using a snapshot of your schemas at the time it's written. In the future, many assumptions may no longer be true. For example, the new_data column may not be present anymore in the schema causing the query to fail if this migration is run months later.
Additionally, in your development environment, you might have 10 records to migrate. In staging, you might have 100. In production, you might have 1 billion to migrate. Scaling your approach matters.
Ultimately, there are several bad practices here:
	The Ecto schema in the query may change after this migration was written.
	If you try to backfill the data all at once, it may exhaust the database memory and/or CPU if it's changing a large data set.
	Backfilling data inside a transaction for the migration locks row updates for the duration of the migration, even if you are updating in batches.
	Disabling the transaction for the migration and only batching updates may still spike the database CPU to 100%, causing other concurrent reads or writes to time out.

Good
There are four keys to backfilling safely:
	running outside a transaction
	batching
	throttling
	resiliency

To disable the migration transactions, add these options to the top of your migration:
@disable_ddl_transaction true
@disable_migration_lock true
Batching our data migrations still has several challenges.
We'll start with how do we paginate efficiently: LIMIT/OFFSET by itself is an expensive query for large tables (they start fast, but slow to a crawl when in the later pages of the table), so we must find another way to paginate. Since we cannot use a database transaction, this also implies we cannot leverage cursors since they require a transaction. This leaves us with keyset pagination.
For querying and updating the data, there are two ways to "snapshot" your schema at the time of the migration. We'll use both options below in the examples:
	Execute raw SQL that represents the table at that moment. Do not use Ecto schemas. Prefer this approach when you can. Your application's Ecto schemas will change over time, but your migration should not, therefore it's not a true snapshot of the data at the time.

	Write a small Ecto schema module inside the migration that only uses what you need. Then use that in your data migration. This is helpful if you prefer the Ecto API and decouples from your application's Ecto schemas as it evolves separately.


For throttling, we can simply add a Process.sleep(@throttle) for each page.
For resiliency, we need to ensure that we handle errors without losing our progress. You don't want to migrate the same data twice! Most data migrations I have run find some records in a state that I wasn't expecting. This causes the data migration to fail. When the data migration stops, that means I have to write a little bit more code to handle that scenario, and re-run the migration. Every time the data migration is re-run, it should pick up where it left off without revisiting already-migrated records.
Finally, to manage these data migrations separately, we need to:
	Store data migrations separately from your schema migrations.
	Run the data migrations manually.

If you have mix available in production, you can use mix ecto.migrate --migrations-path "priv/repo/data_migrations". However, most applications use releases in production, so you need extend your release module (see Ecto's documentation on creating a Release module). The idea is to provide a migrate_data function that specifies the version to migrate and the data migrations' file path, for example:
defmodule MyApp.Release do
  # ...
  @doc """
  Migrate data in the database. Defaults to migrating to the latest, `[all: true]`
  Also accepts `[step: 1]`, or `[to: 20200118045751]`
  """
  def migrate_data(opts \\ [all: true]) do
    for repo <- repos() do
      path = Ecto.Migrator.migrations_path(repo, "data_migrations")
      {:ok, _, _} = Ecto.Migrator.with_repo(repo, &Ecto.Migrator.run(&1, path, :up, opts))
    end
  end
end
Batching Deterministic Data
If the data can be queried with a condition that is removed after update then you can repeatedly query the data and update the data until the query result is empty. For example, if a column is currently null and will be updated to not be null, then you can query for the null records and pick up where you left off.
Here's how we can manage the backfill:
	Disable migration transactions.
	Use keyset pagination: Order the data, find rows greater than the last mutated row and limit by batch size.
	For each page, mutate the records.
	Check for failed updates and handle it appropriately.
	Use the last mutated record's ID as the starting point for the next page. This helps with resiliency and prevents looping on the same record over and over again.
	Arbitrarily sleep to throttle and prevent exhausting the database.
	Rinse and repeat until there are no more records

For example:
defmodule MyApp.Repo.DataMigrations.BackfillPosts do
  use Ecto.Migration
  import Ecto.Query

  @disable_ddl_transaction true
  @disable_migration_lock true
  @batch_size 1000
  @throttle_ms 100

  def up do
    throttle_change_in_batches(&page_query/1, &do_change/1)
  end

  def down, do: :ok

  def do_change(batch_of_ids) do
    {_updated, results} = repo().update_all(
      from(r in "weather", select: r.id, where: r.id in ^batch_of_ids),
      [set: [approved: true]],
      log: :info
    )
    not_updated = batch_of_ids -- results
    Enum.each(not_updated, &handle_non_update/1)
    Enum.sort(results)
  end

  def page_query(last_id) do
    # Notice how we do not use Ecto schemas here.
    from(
      r in "weather",
      select: r.id,
      where: is_nil(r.approved) and r.id > ^last_id,
      order_by: [asc: r.id],
      limit: @batch_size
    )
  end

  # If you have integer IDs, default last_pos = 0
  # If you have binary IDs, default last_pos = "00000000-0000-0000-0000-000000000000"
  defp throttle_change_in_batches(query_fun, change_fun, last_pos \\ 0)
  defp throttle_change_in_batches(_query_fun, _change_fun, nil), do: :ok
  defp throttle_change_in_batches(query_fun, change_fun, last_pos) do
    case repo().all(query_fun.(last_pos), [log: :info, timeout: :infinity]) do
      [] ->
        :ok

      ids ->
        results = change_fun.(List.flatten(ids))
        next_page = List.first(results)
        Process.sleep(@throttle_ms)
        throttle_change_in_batches(query_fun, change_fun, next_page)
    end
  end

  defp handle_non_update(id) do
    raise "#{inspect(id)} was not updated"
  end
end
To test it in development/test environments:
mix ecto.gen.migration --migrations-path=priv/repo/data_migrations backfill_posts

Batching Arbitrary Data
If the data being updated does not indicate it's already been updated, then we need to take a snapshot of the current data and store it temporarily. For example, if all rows should increment a column's value by 10, how would you know if a record was already updated? You could load a list of IDs into the application during the migration, but what if the process crashes? Instead we're going to keep the data we need in the database.
To do this, it works well if we can pick a specific point in time where all records after that point in time do not need adjustment. This happens when you realize a bug was creating bad data and after the bug was fixed and deployed, all new entries are good and should not be touched as we clean up the bad data. For this example, we'll use inserted_at as our marker. Let's say that the bug was fixed on a midnight deploy on 2021-08-22.
Here's how we'll manage the backfill:
	Create a "temporary" table. In this example, we're creating a real table that we'll drop at the end of the data migration. In Postgres, there are actual temporary tables that are discarded after the session is over; we're not using those because we need resiliency in case the data migration encounters an error. The error would cause the session to be over, and therefore the temporary table tracking progress would be lost. Real tables don't have this problem. Likewise, we don't want to store IDs in application memory during the migration for the same reason.

	Populate that temporary table with IDs of records that need to update. This query only requires a read of the current records, so there are no consequential locks occurring when populating, but be aware this could be a lengthy query. Populating this table can occur at creation or afterwards; in this example we'll populate it at table creation.

	Ensure there's an index on the temporary table so it's fast to delete IDs from it. I use an index instead of a primary key because it's easier to re-run the migration in case there's an error. There isn't a straight-forward way to CREATE IF NOT EXIST on a primary key; but you can do that easily with an index.

	Use keyset pagination to pull batches of IDs from the temporary table. Do this inside a database transaction and lock records for updates. Each batch should read and update within milliseconds, so this should have little impact on concurrent reads and writes.

	For each batch of records, determine the data changes that need to happen. This can happen for each record.

	Upsert those changes to the real table. This insert will include the ID of the record that already exists and a list of attributes to change for that record. Since these insertions will conflict with existing records, we'll instruct Postgres to replace certain fields on conflicts.

	Delete those IDs from the temporary table since they're updated on the real table. Close the database transaction for that batch.

	Throttle so we don't overwhelm the database, and also give opportunity to other concurrent processes to work.

	Rinse and repeat until the temporary table is empty.

	Finally, drop the temporary table when empty.


Let's see how this can work:
# Both of these modules are in the same migration file
# In this example, we'll define a new Ecto Schema that is a snapshot
# of the current underlying table and no more.
defmodule MyApp.Repo.DataMigrations.BackfillWeather.MigratingSchema do
  use Ecto.Schema

  # Copy of the schema at the time of migration
  schema "weather" do
    field :temp_lo, :integer
    field :temp_hi, :integer
    field :prcp, :float
    field :city, :string

    timestamps(type: :naive_datetime_usec)
  end
end

defmodule MyApp.Repo.DataMigrations.BackfillWeather do
  use Ecto.Migration
  import Ecto.Query
  alias MyApp.Repo.DataMigrations.BackfillWeather.MigratingSchema

  @disable_ddl_transaction true
  @disable_migration_lock true
  @temp_table_name "records_to_update"
  @batch_size 1000
  @throttle_ms 100

  def up do
    repo().query!("""
    CREATE TABLE IF NOT EXISTS "#{@temp_table_name}" AS
    SELECT id FROM weather WHERE inserted_at < '2021-08-21T00:00:00'
    """, [], log: :info, timeout: :infinity)
    flush()

    create_if_not_exists index(@temp_table_name, [:id])
    flush()

    throttle_change_in_batches(&page_query/1, &do_change/1)

    # You may want to check if it's empty before dropping it.
    # Since we're raising an exception on non-updates
    # we don't have to do that in this example.
    drop table(@temp_table_name)
  end

  def down, do: :ok

  def do_change(batch_of_ids) do
    # Wrap in a transaction to momentarily lock records during read/update
    repo().transaction(fn ->
      mutations =
        from(
          r in MigratingSchema,
          where: r.id in ^batch_of_ids,
          lock: "FOR UPDATE"
        )
        |> repo().all()
        |> Enum.reduce([], &mutation/2)

      # Don't be fooled by the name `insert_all`, this is actually an upsert
      # that will update existing records when conflicting; they should all
      # conflict since the ID is included in the update.

      {_updated, results} = repo().insert_all(
        MigratingSchema,
        mutations,
        returning: [:id],
        # Alternatively, {:replace_all_except, [:id, :inserted_at]}
        on_conflict: {:replace, [:temp_lo, :updated_at]},
        conflict_target: [:id],
        placeholders: %{now: NaiveDateTime.utc_now()},
        log: :info
      )
      results = results |> Enum.map(& &1.id) |> Enum.sort()

      not_updated = Enum.map(mutations, & &1[:id]) -- results

      Enum.each(not_updated, &handle_non_update/1)
      repo().delete_all(from(r in @temp_table_name, where: r.id in ^results))

      results
    end)
  end

  def mutation(record, mutations_acc) do
    # This logic can be whatever you need; we'll just do something simple
    # here to illustrate

    if record.temp_hi > 1 do
      # No updated needed
      mutations_acc
    else
      # Upserts don't update autogenerated fields like timestamps, so be sure
      # to update them yourself. The inserted_at value should never be used
      # since all these records are already inserted, and we won't replace
      # this field on conflicts; we just need it to satisfy table constraints.
      [%{
        id: record.id,
        temp_lo: record.temp_hi - 10,
        inserted_at: {:placeholder, :now},
        updated_at: {:placeholder, :now}
      } | mutations_acc]
    end
  end

  def page_query(last_id) do
    from(
      r in @temp_table_name,
      select: r.id,
      where: r.id > ^last_id,
      order_by: [asc: r.id],
      limit: @batch_size
    )
  end

  defp handle_non_update(id) do
    raise "#{inspect(id)} was not updated"
  end

  # If you have integer IDs, fallback last_pod = 0
  # If you have binary IDs, fallback last_pos = "00000000-0000-0000-0000-000000000000"
  defp throttle_change_in_batches(query_fun, change_fun, last_pos \\ 0)
  defp throttle_change_in_batches(_query_fun, _change_fun, nil), do: :ok
  defp throttle_change_in_batches(query_fun, change_fun, last_pos) do
    case repo().all(query_fun.(last_pos), [log: :info, timeout: :infinity]) do
      [] ->
        :ok

      ids ->
        case change_fun.(List.flatten(ids)) do
          {:ok, results} ->
            next_page = List.first(results)
            Process.sleep(@throttle_ms)
            throttle_change_in_batches(query_fun, change_fun, next_page)
          error ->
            raise error
        end
    end
  end
end
And to test in development/test environments:
mix ecto.gen.migration --migrations-path=priv/repo/data_migrations backfill_weather


This guide was originally published on Fly.io Phoenix Files. See Automatic and Manual Ecto Migrations by Wojtek Mach for more examples on running Ecto migrations.
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This application provides functionality for working with
SQL databases in Ecto.
Built-in adapters
By default, we support the following adapters:
	Ecto.Adapters.Postgres for Postgres
	Ecto.Adapters.MyXQL for MySQL
	Ecto.Adapters.Tds for SQLServer

Additional functions
If your Ecto.Repo is backed by any of the SQL adapters above,
this module will inject additional functions into your repository:
	disconnect_all(interval, options \\ []) -
 shortcut for Ecto.Adapters.SQL.disconnect_all/3

	explain(type, query, options \\ []) -
 shortcut for Ecto.Adapters.SQL.explain/4

	query(sql, params, options \\ []) -
 shortcut for Ecto.Adapters.SQL.query/4

	query!(sql, params, options \\ []) -
 shortcut for Ecto.Adapters.SQL.query!/4

	query_many(sql, params, options \\ []) -
 shortcut for Ecto.Adapters.SQL.query_many/4

	query_many!(sql, params, options \\ []) -
 shortcut for Ecto.Adapters.SQL.query_many!/4

	to_sql(type, query) -
 shortcut for Ecto.Adapters.SQL.to_sql/3


Generally speaking, you must invoke those functions directly from
your repository, for example: MyApp.Repo.query("SELECT true").
You can also invoke them directly from Ecto.Adapters.SQL, but
keep in mind that in such cases the "dynamic repository" functionality
is not available by default. Instead, you must explicitly call
YouRepo.get_dynamic_repo() and pass it as first argument.
Migrations
ecto_sql supports database migrations. You can generate a migration
with:
$ mix ecto.gen.migration create_posts

This will create a new file inside priv/repo/migrations with the
change function. Check Ecto.Migration for more information.
To interface with migrations, developers typically use mix tasks:
	mix ecto.migrations - lists all available migrations and their status
	mix ecto.migrate - runs a migration
	mix ecto.rollback - rolls back a previously run migration

If you want to run migrations programmatically, see Ecto.Migrator.
SQL sandbox
ecto_sql provides a sandbox for testing. The sandbox wraps each
test in a transaction, making sure the tests are isolated and can
run concurrently. See Ecto.Adapters.SQL.Sandbox for more information.
Structure load and dumping
If you have an existing database, you may want to dump its existing
structure and make it reproducible from within Ecto. This can be
achieved with two Mix tasks:
	mix ecto.load - loads an existing structure into the database
	mix ecto.dump - dumps the existing database structure to the filesystem

For creating and dropping databases, see mix ecto.create
and mix ecto.drop that are included as part of Ecto.
Custom adapters
Developers can implement their own SQL adapters by using
Ecto.Adapters.SQL and by implementing the callbacks required
by Ecto.Adapters.SQL.Connection  for handling connections and
performing queries. The connection handling and pooling for SQL
adapters should be built using the DBConnection library.
When using Ecto.Adapters.SQL, the following options are required:
	:driver (required) - the database driver library.
For example: :postgrex
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    Types
  


    
      
        query_params()

      


    


    
      
        query_result()

      


    





  
    Functions
  


    
      
        disconnect_all(repo, interval, opts \\ [])

      


        Forces all connections in the repo pool to disconnect within the given interval.



    


    
      
        explain(repo, operation, queryable, opts \\ [])

      


        Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.



    


    
      
        first_non_ecto_stacktrace(stacktrace, map, size)

      


        Receives a stacktrace, and return the first N items before Ecto entries



    


    
      
        query(repo, sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query.



    


    
      
        query!(repo, sql, params \\ [], opts \\ [])

      


        Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        query_many(repo, sql, params \\ [], opts \\ [])

      


        Runs a custom SQL query that returns multiple results on the given repo.



    


    
      
        query_many!(repo, sql, params \\ [], opts \\ [])

      


        Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries



    


    
      
        stream(repo, sql, params \\ [], opts \\ [])

      


        Returns a stream that runs a custom SQL query on given repo when reduced.



    


    
      
        table_exists?(repo, table, opts \\ [])

      


        Checks if the given table exists.



    


    
      
        to_sql(kind, repo, queryable, opts \\ [])

      


        Converts the given query to SQL according to its kind and the
adapter in the given repository.
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          @type query_params() :: [term()] | %{required(atom() | String.t()) => term()}


      



  



  
    
      
    
    
      query_result()



        
          
        

    

  


  

      

          @type query_result() :: %{
  :rows => nil | [[term()] | binary()],
  :num_rows => non_neg_integer(),
  optional(atom()) => any()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      disconnect_all(repo, interval, opts \\ [])



        
          
        

    

  


  

      

          @spec disconnect_all(
  pid() | Ecto.Repo.t() | Ecto.Adapter.adapter_meta(),
  non_neg_integer(),
  opts :: Keyword.t()
) :: :ok


      


Forces all connections in the repo pool to disconnect within the given interval.
Once this function is called, the pool will disconnect all of its connections
as they are checked in or as they are pinged. Checked in and idle connections
will be randomly disconnected within the given time interval.
If the connection has a backoff configured (which is the case by default),
disconnecting means an attempt at a new connection will be done immediately
after, without starting a new process for each connection. However, if backoff
has been disabled, the connection process will terminate. In such cases,
disconnecting all connections may cause the pool supervisor to restart
depending on the max_restarts/max_seconds configuration of the pool,
so you will want to set those carefully.
If you need connections to be restarted periodically, set the :max_lifetime
option in your repository configuration instead.

  



    

  
    
      
    
    
      explain(repo, operation, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec explain(
  pid() | Ecto.Repo.t(),
  :all | :update_all | :delete_all,
  Ecto.Queryable.t(),
  opts :: Keyword.t()
) :: String.t() | Exception.t() | [map()]


      


Executes an EXPLAIN statement or similar for the given query according to its kind and the
adapter in the given repository.
Examples
# Postgres
iex> MyRepo.explain(:all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

iex> Ecto.Adapters.SQL.explain(Repo, :all, Post)
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)"

# MySQL
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title")) |> IO.puts()
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
| id | select_type | table | partitions | type | possible_keys | key  | key_len | ref  | rows | filtered | Extra       |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+
|  1 | SIMPLE      | p0    | NULL       | ALL  | NULL          | NULL | NULL    | NULL |    1 |    100.0 | Using where |
+----+-------------+-------+------------+------+---------------+------+---------+------+------+----------+-------------+

# Shared opts
iex> MyRepo.explain(:all, Post, analyze: true, timeout: 20_000)
"Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=443) (actual time=0.013..0.013 rows=0 loops=1)\nPlanning Time: 0.031 ms\nExecution Time: 0.021 ms"
It's safe to execute it for updates and deletes, no data change will be committed:
iex> MyRepo.explain(Repo, :update_all, from(p in Post, update: [set: [title: "new title"]]))
"Update on posts p0  (cost=0.00..11.70 rows=170 width=449)\n  ->  Seq Scan on posts p0  (cost=0.00..11.70 rows=170 width=449)"
This function is also available under the repository with name explain:
iex> MyRepo.explain(:all, from(p in Post, where: p.title == "title"))
"Seq Scan on posts p0  (cost=0.00..12.12 rows=1 width=443)\n  Filter: ((title)::text = 'title'::text)"
Options
Built-in adapters support passing opts to the EXPLAIN statement according to the following:
	Adapter	Supported opts
	Postgrex	analyze, verbose, costs, settings, buffers, timing, summary, format, plan, wrap_in_transaction
	MyXQL	format, wrap_in_transaction

All options except format are boolean valued and default to false.
The allowed format values are :map, :yaml, and :text:
	:map is the deserialized JSON encoding.
	:yaml and :text return the result as a string.

The built-in adapters support the following formats:
	Postgrex: :map, :yaml and :text
	MyXQL: :map and :text

The wrap_in_transaction option is a boolean that controls whether the command is run inside of a
transaction that is rolled back. This is useful when, for example, you'd like to use analyze: true
on an update or delete query without modifying data. Defaults to true.
The :plan option in Postgrex can take the values :custom or :fallback_generic. When :custom
is specified, the explain plan generated will consider the specific values of the query parameters
that are supplied. When using :fallback_generic, the specific values of the query parameters will
be ignored. :fallback_generic does not use PostgreSQL's built-in support for a generic explain
plan (available as of PostgreSQL 16), but instead uses a special implementation that works for PostgreSQL
versions 12 and above. Defaults to :custom.
Any other value passed to opts will be forwarded to the underlying adapter query function, including
shared Repo options such as :timeout. Non built-in adapters may have specific behaviour and you should
consult their documentation for more details.
For version compatibility, please check your database's documentation:
	Postgrex: PostgreSQL doc.
	MyXQL: MySQL doc.


  



  
    
      
    
    
      first_non_ecto_stacktrace(stacktrace, map, size)



        
          
        

    

  


  

      

          @spec first_non_ecto_stacktrace(
  Exception.stacktrace(),
  %{repo: Ecto.Repo.t()},
  non_neg_integer()
) :: Exception.stacktrace()


      


Receives a stacktrace, and return the first N items before Ecto entries
This function is used by default in the :log_stacktrace_mfa config, with
a size of 1.

  



    

    

  
    
      
    
    
      query(repo, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query(
  pid() | Ecto.Repo.t() | Ecto.Adapter.adapter_meta(),
  iodata(),
  query_params(),
  Keyword.t()
) :: {:ok, query_result()} | {:error, Exception.t()}


      


Runs a custom SQL query.
If the query was successful, it will return an :ok tuple containing
a map with at least two keys:
	:num_rows - the number of rows affected
	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)

Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query("SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

iex> Ecto.Adapters.SQL.query(MyRepo, "SELECT $1::integer + $2", [40, 2])
{:ok, %{rows: [[42]], num_rows: 1}}

  



    

    

  
    
      
    
    
      query!(repo, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query!(
  pid() | Ecto.Repo.t() | Ecto.Adapter.adapter_meta(),
  iodata(),
  query_params(),
  Keyword.t()
) :: query_result()


      


Same as query/3 but returns result directly without :ok tuple
and raises on invalid queries

  



    

    

  
    
      
    
    
      query_many(repo, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many(
  pid() | Ecto.Repo.t() | Ecto.Adapter.adapter_meta(),
  iodata(),
  query_params(),
  Keyword.t()
) :: {:ok, [query_result()]} | {:error, Exception.t()}


      


Runs a custom SQL query that returns multiple results on the given repo.
In case of success, it must return an :ok tuple containing a list of
maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


Options
	:log - When false, does not log the query
	:timeout - Execute request timeout, accepts: :infinity (default: 15000);

Examples
iex> MyRepo.query_many("SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

iex> Ecto.Adapters.SQL.query_many(MyRepo, "SELECT $1; SELECT $2;", [40, 2])
{:ok, [%{rows: [[40]], num_rows: 1}, %{rows: [[2]], num_rows: 1}]}

  



    

    

  
    
      
    
    
      query_many!(repo, sql, params \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec query_many!(
  Ecto.Repo.t() | Ecto.Adapter.adapter_meta(),
  iodata(),
  query_params(),
  Keyword.t()
) :: [query_result()]


      


Same as query_many/4 but returns result directly without :ok tuple
and raises on invalid queries
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          @spec stream(Ecto.Repo.t(), String.t(), query_params(), Keyword.t()) :: Enum.t()


      


Returns a stream that runs a custom SQL query on given repo when reduced.
In case of success it is a enumerable containing maps with at least two keys:
	:num_rows - the number of rows affected

	:rows - the result set as a list. nil may be returned
instead of the list if the command does not yield any row
as result (but still yields the number of affected rows,
like a delete command without returning would)


In case of failure it raises an exception.
If the adapter supports a collectable stream, the stream may also be used as
the collectable in Enum.into/3. Behaviour depends on the adapter.
Options
	:log - When false, does not log the query
	:max_rows - The number of rows to load from the database as we stream

Examples
iex> Ecto.Adapters.SQL.stream(MyRepo, "SELECT $1::integer + $2", [40, 2]) |> Enum.to_list()
[%{rows: [[42]], num_rows: 1}]

  



    

  
    
      
    
    
      table_exists?(repo, table, opts \\ [])



        
          
        

    

  


  

      

          @spec table_exists?(Ecto.Repo.t(), table :: String.t(), opts :: Keyword.t()) ::
  boolean()


      


Checks if the given table exists.
Returns true if the table exists in the repo, otherwise false.
The table is checked against the current database/schema in the connection.

  



    

  
    
      
    
    
      to_sql(kind, repo, queryable, opts \\ [])



        
          
        

    

  


  

      

          @spec to_sql(
  :all | :update_all | :delete_all,
  Ecto.Repo.t(),
  Ecto.Queryable.t(),
  Keyword.t()
) ::
  {String.t(), query_params()}


      


Converts the given query to SQL according to its kind and the
adapter in the given repository.
Examples
The examples below are meant for reference. Each adapter will
return a different result:
iex> MyRepo.to_sql(:all, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

iex> MyRepo.to_sql(:update_all, from(p in Post, update: [set: [title: ^"hello"]]))
{"UPDATE posts AS p SET title = $1", ["hello"]}

iex> Ecto.Adapters.SQL.to_sql(:all, MyRepo, Post)
{"SELECT p.id, p.title, p.inserted_at, p.created_at FROM posts as p", []}

  


        

      


  

    
Ecto.Adapters.SQL.Sandbox 
    



      
A pool for concurrent transactional tests.
The sandbox pool is implemented on top of an ownership mechanism.
When started, the pool is in automatic mode, which means the
repository will automatically check connections out as with any
other pool.
The mode/2 function can be used to change the pool mode from
automatic to either manual or shared. In the latter two modes,
the connection must be explicitly checked out before use.
When explicit checkouts are made, the sandbox will wrap the
connection in a transaction by default and control who has
access to it. This means developers have a safe mechanism for
running concurrent tests against the database.
Database support
While both PostgreSQL and MySQL support SQL Sandbox, only PostgreSQL
supports concurrent tests while running the SQL Sandbox. Therefore, do
not run concurrent tests with MySQL as you may run into deadlocks due to
its transaction implementation.
Example
The first step is to configure your database to use the
Ecto.Adapters.SQL.Sandbox pool. You set those options in your
config/config.exs (or preferably config/test.exs) if you
haven't yet:
config :my_app, Repo,
  pool: Ecto.Adapters.SQL.Sandbox
Now with the test database properly configured, you can write
transactional tests:
# At the end of your test_helper.exs
# Set the pool mode to manual for explicit checkouts
Ecto.Adapters.SQL.Sandbox.mode(Repo, :manual)

defmodule PostTest do
  # Once the mode is manual, tests can also be async
  use ExUnit.Case, async: true

  setup do
    # Explicitly get a connection before each test
    pid = Ecto.Adapters.SQL.Sandbox.start_owner!(Repo)
    on_exit(fn -> Ecto.Adapters.SQL.Sandbox.stop_owner(pid) end)
    :ok
  end

  test "create post" do
    # Use the repository as usual
    assert %Post{} = Repo.insert!(%Post{})
  end
end
Collaborating processes
The example above is straight-forward because we have only
a single process using the database connection. However,
sometimes a test may need to interact with multiple processes,
all using the same connection so they all belong to the same
transaction.
Before we discuss solutions, let's see what happens if we try
to use a connection from a new process without explicitly
checking it out first:
setup do
  # Explicitly get a connection before each test
  :ok = Ecto.Adapters.SQL.Sandbox.checkout(Repo)
end

test "calls worker that runs a query" do
  GenServer.call(MyApp.Worker, :run_query)
end
The test above will fail with an error similar to:
** (DBConnection.OwnershipError) cannot find ownership process for #PID<0.35.0>
That's because the setup block is checking out the connection only
for the test process. Once the worker attempts to perform a query,
there is no connection assigned to it and it will fail.
The sandbox module provides two ways of doing so, via allowances or
by running in shared mode.
Allowances
The idea behind allowances is that you can explicitly tell a process
which checked out connection it should use, allowing multiple processes
to collaborate over the same connection. Let's give it a try:
test "calls worker that runs a query" do
  allow = Process.whereis(MyApp.Worker)
  Ecto.Adapters.SQL.Sandbox.allow(Repo, self(), allow)
  GenServer.call(MyApp.Worker, :run_query)
end
And that's it, by calling allow/3, we are explicitly assigning
the parent's connection (i.e. the test process' connection) to
the task.
Besides calling allow/3 allowance can also be provided to processes
via Caller Tracking.
Because allowances use an explicit mechanism, their advantage
is that you can still run your tests in async mode. The downside
is that you need to explicitly control and allow every single
process. This is not always possible. In such cases, you will
want to use shared mode.
Shared mode
Shared mode allows a process to share its connection with any other
process automatically, without relying on explicit allowances.
Let's change the example above to use shared mode:
setup do
  # Explicitly get a connection before each test
  :ok = Ecto.Adapters.SQL.Sandbox.checkout(Repo)
  # Setting the shared mode must be done only after checkout
  Ecto.Adapters.SQL.Sandbox.mode(Repo, {:shared, self()})
end

test "calls worker that runs a query" do
  GenServer.call(MyApp.Worker, :run_query)
end
By calling mode({:shared, self()}), any process that needs
to talk to the database will now use the same connection as the
one checked out by the test process during the setup block.
Make sure to always check a connection out before setting the mode
to {:shared, self()}.
The advantage of shared mode is that by calling a single function,
you will ensure all upcoming processes and operations will use that
shared connection, without a need to explicitly allow them. The
downside is that tests can no longer run concurrently in shared mode.
Also, beware that if the test process terminates while the worker is
using the connection, the connection will be taken away from the worker,
which will error. Therefore it is important to guarantee the work is done
before the test concludes. In the example above, we are using a call,
which is synchronous, avoiding the problem, but you may need to explicitly
flush the worker or terminate it under such scenarios in your tests.
Summing up
There are two mechanisms for explicit ownerships:
	Using allowances - requires explicit allowances.
Tests may run concurrently.

	Using shared mode - does not require explicit allowances.
Tests cannot run concurrently.


FAQ
When running the sandbox mode concurrently, developers may run into
issues we explore in the upcoming sections.
"owner exited"
In some situations, you may see error reports similar to the one below:
23:59:59.999 [error] Postgrex.Protocol (#PID<>) disconnected:
    ** (DBConnection.Error) owner #PID<> exited
Client #PID<> is still using a connection from owner
Such errors are usually followed by another error report from another
process that failed while executing a database query.
To understand the failure, we need to answer the question: who are the
owner and client processes? The owner process is the one that checks
out the connection, which, in the majority of cases, is the test process,
the one running your tests. In other words, the error happens because
the test process has finished, either because the test succeeded or
because it failed, while the client process was trying to get information
from the database. Since the owner process, the one that owns the
connection, no longer exists, Ecto will check the connection back in
and notify the client process using the connection that the connection
owner is no longer available.
This can happen in different situations. For example, imagine you query
a GenServer in your test that is using a database connection:
test "gets results from GenServer" do
  {:ok, pid} = MyAppServer.start_link()
  Ecto.Adapters.SQL.Sandbox.allow(Repo, self(), pid)
  assert MyAppServer.get_my_data_fast(timeout: 1000) == [...]
end
In the test above, we spawn the server and allow it to perform database
queries using the connection owned by the test process. Since we gave
a timeout of 1 second, in case the database takes longer than one second
to reply, the test process will fail, due to the timeout, making the
"owner down" message to be printed because the server process is still
waiting on a connection reply.
In some situations, such failures may be intermittent. Imagine that you
allow a process that queries the database every half second:
test "queries periodically" do
  {:ok, pid} = PeriodicServer.start_link()
  Ecto.Adapters.SQL.Sandbox.allow(Repo, self(), pid)
  # assertions
end
Because the server is querying the database from time to time, there is
a chance that, when the test exits, the periodic process may be querying
the database, regardless of test success or failure.
To address this, you can tell ExUnit to manage your processes:
test "queries periodically" do
  pid = start_supervised!(PeriodicServer)
  Ecto.Adapters.SQL.Sandbox.allow(Repo, self(), pid)
  # assertions
end
By using start_supervised!/1, ExUnit guarantees the process finishes
before your test (the connection owner).
In some situations, however, the dynamic processes are directly started
inside a DynamicSupervisor or a Task.Supervisor. You can guarantee
proper termination in such scenarios by adding an on_exit callback
that waits until all supervised children terminate:
on_exit(fn ->
  for {_, pid, _, _} <- DynamicSupervisor.which_children(MyApp.DynamicSupervisor) do
    ref = Process.monitor(pid)
    assert_receive {:DOWN, ^ref, _, _, _}, :infinity
  end
end)
"owner timed out because it owned the connection for longer than Nms"
In some situations, you may see error reports similar to the one below:
09:56:43.081 [error] Postgrex.Protocol (#PID<>) disconnected:
    ** (DBConnection.ConnectionError) owner #PID<> timed out
    because it owned the connection for longer than 120000ms
If you have a long running test (or you're debugging with IEx.pry),
the timeout for the connection ownership may be too short.  You can
increase the timeout by setting the :ownership_timeout options for
your repo config in config/config.exs (or preferably in config/test.exs):
config :my_app, MyApp.Repo,
  ownership_timeout: NEW_TIMEOUT_IN_MILLISECONDS
The :ownership_timeout option is part of DBConnection.Ownership
and defaults to 120000ms. Timeouts are given as integers in milliseconds.
Alternately, if this is an issue for only a handful of long-running tests,
you can pass an :ownership_timeout option when calling
Ecto.Adapters.SQL.Sandbox.checkout/2 instead of setting a longer timeout
globally in your config.
Deferred constraints
Some databases allow to defer constraint validation to the transaction
commit time, instead of the particular statement execution time. This
feature, for instance, allows for a cyclic foreign key referencing.
Since the SQL Sandbox mode rolls back transactions, tests might report
false positives because deferred constraints are never checked by the
database. To manually force deferred constraints validation when using
PostgreSQL use the following line right at the end of your test case:
Repo.query!("SET CONSTRAINTS ALL IMMEDIATE")
Database locks and deadlocks
Since the sandbox relies on concurrent transactional tests, there is
a chance your tests may trigger deadlocks in your database. This is
specially true with MySQL, where the solutions presented here are not
enough to avoid deadlocks and therefore making the use of concurrent tests
with MySQL prohibited.
However, even on databases like PostgreSQL, performance degradations or
deadlocks may still occur. For example, imagine a "users" table with a
unique index on the "email" column. Now consider multiple tests are
trying to insert the same user email to the database. They will attempt
to retrieve the same database lock, causing only one test to succeed and
run while all other tests wait for the lock.
In other situations, two different tests may proceed in a way that
each test retrieves locks desired by the other, leading to a situation
that cannot be resolved, a deadlock. For instance:
Transaction 1:                Transaction 2:
begin
                              begin
update posts where id = 1
                              update posts where id = 2
                              update posts where id = 1
update posts where id = 2
                      **deadlock**
There are different ways to avoid such problems. One of them is
to make sure your tests work on distinct data. Regardless of
your choice between using fixtures or factories for test data,
make sure you get a new set of data per test. This is specially
important for data that is meant to be unique like user emails.
For example, instead of:
def insert_user do
  Repo.insert!(%User{email: "sample@example.com"})
end
prefer:
def insert_user do
  Repo.insert!(%User{email: "sample-#{counter()}@example.com"})
end

defp counter do
  System.unique_integer([:positive])
end
In fact, avoiding unique emails like above can also have a positive
impact on the test suite performance, as it reduces contention and
wait between concurrent tests. We have heard reports where using
dynamic values for uniquely indexed columns, as we did for email
above, made a test suite run between 2x to 3x faster.
Deadlocks may happen in other circumstances. If you believe you
are hitting a scenario that has not been described here, please
report an issue so we can improve our examples. As a last resort,
you can always disable the test triggering the deadlock from
running asynchronously by setting  "async: false".
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        allow(repo, parent, allow, opts \\ [])

      


        Allows the allow process to use the same connection as parent.



    


    
      
        checkin(repo, opts \\ [])

      


        Checks in the connection back into the sandbox pool.



    


    
      
        checkout(repo, opts \\ [])

      


        Checks a connection out for the given repo.



    


    
      
        mode(repo, mode)

      


        Sets the mode for the repo pool.



    


    
      
        start_owner!(repo, opts \\ [])

      


        Starts a process that will check out and own a connection, then returns that process's pid.



    


    
      
        stop_owner(pid)

      


        Stops an owner process started by start_owner!/2.



    


    
      
        unboxed_run(repo, fun)

      


        Runs a function outside of the sandbox.
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      allow(repo, parent, allow, opts \\ [])



        
          
        

    

  


  

Allows the allow process to use the same connection as parent.
allow may be a PID or a locally registered name.
If the allowance is successful, this function returns :ok. If allow is already an
owner or already allowed, it returns {:already, :owner | :allowed}. If parent has not
checked out a connection from the repo, it returns :not_found.

  



    

  
    
      
    
    
      checkin(repo, opts \\ [])



        
          
        

    

  


  

Checks in the connection back into the sandbox pool.

  



    

  
    
      
    
    
      checkout(repo, opts \\ [])



        
          
        

    

  


  

      

          @spec checkout(
  Ecto.Repo.t() | pid(),
  keyword()
) :: :ok | {:already, :owner | :allowed}


      


Checks a connection out for the given repo.
The process calling checkout/2 will own the connection
until it calls checkin/2 or until it crashes in which case
the connection will be automatically reclaimed by the pool.
If successful, returns :ok. If the caller already has a
connection, it returns {:already, :owner | :allowed}.
Options
	:sandbox - when true the connection is wrapped in
a transaction. Defaults to true.

	:isolation - set the query to the given isolation level.

	:ownership_timeout - limits how long the connection can be
owned. Defaults to the value in your repo config in
config/config.exs (or preferably in config/test.exs), or
120000 ms if not set. The timeout exists for sanity checking
purposes, to ensure there is no connection leakage, and can
be bumped whenever necessary.



  



  
    
      
    
    
      mode(repo, mode)



        
          
        

    

  


  

      

          @spec mode(Ecto.Repo.t() | pid(), :auto | :manual | {:shared, pid()}) ::
  :ok | :already_shared | :not_owner | :not_found


      


Sets the mode for the repo pool.
The modes can be:
	:auto - this is the default mode. When trying to use the repository,
processes can automatically checkout a connection without calling
checkout/2 or start_owner/2 before. This is the mode you will run
on before your test suite starts

	:manual - in this mode, the connection always has to be explicitly
checked before used. Other processes are allowed to use the same
connection if they are explicitly allowed via allow/4. You usually
set the mode to manual at the end of your test/test_helper.exs file.
This is also the mode you will run your async tests in

	{:shared, pid} - after checking out a connection in manual mode,
you can change the mode to {:shared, pid}, where pid is the process
that owns the connection, most often {:shared, self()}. This makes it
so all processes can use the same connection as the one owned by the
current process. This is the mode you will run your sync tests in


Whenever you change the mode to :manual or :auto, all existing
connections are checked in. Therefore, it is recommend to set those
modes before your test suite starts, as otherwise you will check in
connections being used in any other test running concurrently.
If successful, returns :ok (this is always successful for :auto
and :manual modes). It may return :not_owner or :not_found
when setting {:shared, pid} and the given pid does not own any
connection for the repo. May return :already_shared if another
process set the ownership mode to {:shared, _} and is still alive.

  



    

  
    
      
    
    
      start_owner!(repo, opts \\ [])


        (since 3.4.4)


        
          
        

    

  


  

      

          @spec start_owner!(
  Ecto.Repo.t() | pid(),
  keyword()
) :: pid()


      


Starts a process that will check out and own a connection, then returns that process's pid.
The process is not linked to the caller, so it is your responsibility to ensure that it will be
stopped with stop_owner/1. In tests, this is done in  an ExUnit.Callbacks.on_exit/2 callback:
setup tags do
  pid = Ecto.Adapters.SQL.Sandbox.start_owner!(MyApp.Repo, shared: not tags[:async])
  on_exit(fn -> Ecto.Adapters.SQL.Sandbox.stop_owner(pid) end)
  :ok
end
start_owner!/2 vs checkout/2
start_owner!/2 should be used in place of checkout/2.
start_owner!/2 solves the problem of unlinked processes started in a test outliving the test process and causing ownership errors.
For example, LiveView's live(...) test helper starts a process linked to the LiveView supervisor, not the test process.
These errors can be eliminated by having the owner of the connection be a separate process from the test process.
Outside of that scenario, checkout/2 involves less overhead than this function and so can be preferable.
Options
	:shared - if true, the pool runs in the shared mode. Defaults to false

The remaining options are passed to checkout/2.

  



  
    
      
    
    
      stop_owner(pid)


        (since 3.4.4)


        
          
        

    

  


  

      

          @spec stop_owner(pid()) :: :ok


      


Stops an owner process started by start_owner!/2.

  



  
    
      
    
    
      unboxed_run(repo, fun)



        
          
        

    

  


  

      

          @spec unboxed_run(Ecto.Repo.t() | pid(), (-> result)) :: result when result: var


      


Runs a function outside of the sandbox.

  


        

      


  

    
Ecto.Migration behaviour
    



      
Migrations are used to modify your database schema over time.
This module provides many helpers for migrating the database,
allowing developers to use Elixir to alter their storage in
a way that is database independent.
Migrations typically provide two operations: up and down,
allowing us to migrate the database forward or roll it back
in case of errors.
In order to manage migrations, Ecto creates a table called
schema_migrations in the database, which stores all migrations
that have already been executed. You can configure the name of
this table with the :migration_source configuration option
and the name of the repository that manages it with :migration_repo.
Ecto locks the schema_migrations table when running
migrations, guaranteeing two different servers cannot run the same
migration at the same time.
Creating your first migration
Migrations are defined inside the "priv/REPO/migrations" where REPO
is the last part of the repository name in underscore. For example,
migrations for MyApp.Repo would be found in "priv/repo/migrations".
For MyApp.CustomRepo, it would be found in "priv/custom_repo/migrations".
Each file in the migrations directory has the following structure:
NUMBER_NAME.exs
The NUMBER is a unique number that identifies the migration. It is
usually the timestamp of when the migration was created. The NAME
must also be unique and it quickly identifies what the migration
does. For example, if you need to track the "weather" in your system,
you can start a new file at "priv/repo/migrations/20190417140000_add_weather_table.exs"
that will have the following contents:
defmodule MyRepo.Migrations.AddWeatherTable do
  use Ecto.Migration

  def up do
    create table("weather") do
      add :city,    :string, size: 40
      add :temp_lo, :integer
      add :temp_hi, :integer
      add :prcp,    :float

      timestamps()
    end
  end

  def down do
    drop table("weather")
  end
end
The up/0 function is responsible to migrate your database forward.
the down/0 function is executed whenever you want to rollback.
The down/0 function must always do the opposite of up/0.
Inside those functions, we invoke the API defined in this module,
you will find conveniences for managing tables, indexes, columns,
references, as well as running custom SQL commands.
To run a migration, we generally use Mix tasks. For example, you can
run the migration above by going to the root of your project and
typing:
$ mix ecto.migrate

You can also roll it back by calling:
$ mix ecto.rollback --step 1

Note rollback requires us to say how much we want to rollback.
On the other hand, mix ecto.migrate will always run all pending
migrations.
In practice, we don't create migration files by hand either, we
typically use mix ecto.gen.migration to generate the file with
the proper timestamp and then we just fill in its contents:
$ mix ecto.gen.migration add_weather_table

For the rest of this document, we will cover the migration APIs
provided by Ecto. For a in-depth discussion of migrations and how
to use them safely within your application and data, see the
Safe Ecto Migrations guide.
Mix tasks
As seen above, Ecto provides many Mix tasks to help developers work
with migrations. We summarize them below:
	mix ecto.gen.migration - generates a
migration that the user can fill in with particular commands
	mix ecto.migrate - migrates a repository
	mix ecto.migrations - shows all migrations and their status
	mix ecto.rollback - rolls back a particular migration

Run mix help COMMAND for more information on a particular command.
For a lower level API for running migrations, see Ecto.Migrator.
Change
Having to write both up/0 and down/0 functions for every
migration is tedious and error prone. For this reason, Ecto allows
you to define a change/0 callback with all of the code you want
to execute when migrating and Ecto will automatically figure out
the down/0 for you. For example, the migration above can be
written as:
defmodule MyRepo.Migrations.AddWeatherTable do
  use Ecto.Migration

  def change do
    create table("weather") do
      add :city,    :string, size: 40
      add :temp_lo, :integer
      add :temp_hi, :integer
      add :prcp,    :float

      timestamps()
    end
  end
end
However, note that not all commands are reversible. Trying to rollback
a non-reversible command will raise an Ecto.MigrationError.
A notable command in this regard is execute/2, which is reversible in
change/0 by accepting a pair of plain SQL strings. The first is run on
forward migrations (up/0) and the second when rolling back (down/0).
If up/0 and down/0 are implemented in a migration, they take precedence,
and change/0 isn't invoked.
Field Types
The Ecto primitive types are mapped to the appropriate database
type by the various database adapters. For example, :string is
converted to :varchar, :binary to :bytea or :blob, and so on.
In particular, note that:
	the :string type in migrations by default has a limit of 255 characters.
If you need more or less characters, pass the :size option, such
as add :field, :string, size: 10. If you don't want to impose a limit,
most databases support a :text type or similar

	the :binary type in migrations by default has no size limit. If you want
to impose a limit, pass the :size option accordingly. In MySQL, passing
the size option changes the underlying field from "blob" to "varbinary"


Any other type will be given as is to the database. For example, you
can use :text, :char, or :varchar as types. Types that have spaces
in their names can be wrapped in double quotes, such as :"int unsigned",
:"time without time zone", etc.
Executing and flushing
Most functions in this module, when executed inside of migrations, are not
executed immediately. Instead they are performed after the relevant up,
change, or down callback terminates. Any other functions, such as
functions provided by Ecto.Repo, will be executed immediately unless they
are called from within an anonymous function passed to execute/1.
In some situations you may want to guarantee that all of the previous steps
have been executed before continuing. This is useful when you need to apply a
set of changes to the table before continuing with the migration. This can be
done with flush/0:
def up do
  ...
  flush()
  ...
end
However flush/0 will raise if it would be called from change function when doing a rollback.
To avoid that we recommend to use execute/2 with anonymous functions instead.
For more information and example usage please take a look at execute/2 function.
Formatter configuration
To enable Ecto's custom mix format rules in your migrations, you can create a new formatter
config file in your project called priv/[your_repo]/migrations/.formatter.exs with the
following content:
[
  import_deps: [:ecto_sql],
  inputs: ["*.exs"]
]
You will also need to add a line or two to your project's main formatter config so that the
formatter knows where to find the new config file. Update (or create) your project's main
.formatter.exs file:
[
  # Add this line to enable Ecto formatter rules
  import_deps: [:ecto],

  # Add this line to enable Ecto's formatter rules in your migrations directory
  subdirectories: ["priv/*/migrations"],

  # Default Elixir project rules
  inputs: ["{mix,.formatter}.exs", "{config,lib,test}/**/*.{ex,exs}"]
]
Now, when you run mix format, the formatter should apply Ecto's custom rules when formatting
your migrations (e.g. no brackets are automatically added when creating columns with add/3).
Repo configuration
Migrator configuration
These options configure where Ecto stores and how Ecto runs your migrations:
	:migration_source - Version numbers of migrations will be saved in a
table named schema_migrations by default. You can configure the name of
the table via:
config :app, App.Repo, migration_source: "my_migrations"

	:migration_lock - By default, Ecto will lock the migration source to throttle
multiple nodes to run migrations one at a time. You can disable the migration_lock
by setting it to false. You may also select a different locking strategy if
supported by the adapter. See the adapter docs for more information.
config :app, App.Repo, migration_lock: false

# Or use a different locking strategy. For example, Postgres can use advisory
# locks but be aware that your database configuration might not make this a good
# fit. See the Ecto.Adapters.Postgres for more information:
config :app, App.Repo, migration_lock: :pg_advisory_lock

	:migration_repo - The migration repository is where the table managing the
migrations will be stored (migration_source defines the table name). It defaults
to the given repository itself but you can configure it via:
config :app, App.Repo, migration_repo: App.MigrationRepo

	:migration_cast_version_column - Ecto uses a version column of type
bigint for the underlying migrations table (usually schema_migrations). By
default, Ecto doesn't cast this to a different type when reading or writing to
the database when running migrations. However, some web frameworks store this
column as a string. For compatibility reasons, you can set this option to true,
which makes Ecto perform a CAST(version AS int). This used to be the default
behavior up to Ecto 3.10, so if you are upgrading to 3.11+ and want to keep the
old behavior, set this option to true.

	:priv - the priv directory for the repo with the location of important assets,
such as migrations. For a repository named MyApp.FooRepo, :priv defaults to
"priv/foo_repo" and migrations should be placed at "priv/foo_repo/migrations"

	:start_apps_before_migration - A list of applications to be started before
running migrations. Used by Ecto.Migrator.with_repo/3 and the migration tasks:
config :app, App.Repo, start_apps_before_migration: [:ssl, :some_custom_logger]


Migrations configuration
These options configure the default values used by migrations. It is generally
discouraged to change any of those configurations after your database is deployed
to production, as changing these options will retroactively change how all
migrations work.
	:migration_primary_key - By default, Ecto uses the :id column with type
:bigserial, but you can configure it via:
config :app, App.Repo, migration_primary_key: [name: :uuid, type: :binary_id]

config :app, App.Repo, migration_primary_key: false
For Postgres version >= 10 :identity key may be used.
By default, all :identity column will be bigints. You may provide optional
parameters for :start_value and :increment to customize the created
sequence. Config example:
config :app, App.Repo, migration_primary_key: [type: :identity]

	:migration_foreign_key - By default, Ecto uses the primary_key type
for foreign keys when references/2 is used, but you can configure it via:
config :app, App.Repo, migration_foreign_key: [column: :uuid, type: :binary_id]

	:migration_timestamps - By default, Ecto uses the :naive_datetime as the type,
:inserted_at as the name of the column for storing insertion times, :updated_at as
the name of the column for storing last-updated-at times, but you can configure it
via:
config :app, App.Repo, migration_timestamps: [
  type: :utc_datetime,
  inserted_at: :created_at,
  updated_at: :changed_at
]
See timestamps/1 for all supported options.

	:migration_default_prefix - Ecto defaults to nil for the database prefix for
migrations, but you can configure it via:
config :app, App.Repo, migration_default_prefix: "my_prefix"


Collations
Collations can be set on a column with the option :collation. This can be
useful when relying on ASCII sorting of characters when using a fractional index
for example. All supported collations and types that support setting a collocation
are not known by ecto_sql and specifying an incorrect collation or a collation on
an unsupported type might cause a migration to fail. Be sure to match the collation
on any column that references another column.
def change do
  create table(:collate_reference) do
    add :name, :string, collation: "POSIX"
  end

  create table(:collate) do
    add :string, :string, collation: "POSIX"
    add :name_ref, references(:collate_reference, type: :string, column: :name), collation: "POSIX"
  end
end
Comments
Migrations where you create or alter a table support specifying table
and column comments. The same can be done when creating constraints
and indexes. Not all databases support this feature.
def up do
  create index("posts", [:name], comment: "Index Comment")
  create constraint("products", "price_must_be_positive", check: "price > 0", comment: "Constraint Comment")
  create table("weather", prefix: "north_america", comment: "Table Comment") do
    add :city, :string, size: 40, comment: "Column Comment"
    timestamps()
  end
end
Prefixes
Migrations support specifying a table prefix or index prefix which will
target either a schema (if using PostgreSQL) or a different database (if using
MySQL). If no prefix is provided, the default schema or database is used.
Any reference declared in the table migration refers by default to the table
with the same declared prefix. The prefix is specified in the table options:
def up do
  create table("weather", prefix: "north_america") do
    add :city,    :string, size: 40
    add :temp_lo, :integer
    add :temp_hi, :integer
    add :prcp,    :float
    add :group_id, references(:groups)

    timestamps()
  end

  create index("weather", [:city], prefix: "north_america")
end
Note: if using MySQL with a prefixed table, you must use the same prefix
for the references since cross-database references are not supported.
When using a prefixed table with either MySQL or PostgreSQL, you must use the
same prefix for the index field to ensure that you index the prefix-qualified
table.
Transaction Callbacks
If possible, each migration runs inside a transaction. This is true for Postgres,
but not true for MySQL, as the latter does not support DDL transactions.
In some rare cases, you may need to execute some common behavior after beginning
a migration transaction, or before committing that transaction. For instance, one
might desire to set a lock_timeout for each lock in the migration transaction.
You can do so by defining after_begin/0 and before_commit/0 callbacks to
your migration.
However, if you need do so for every migration module, implement this callback
for every migration can be quite repetitive. Luckily, you can handle this by
providing your migration module:
defmodule MyApp.Migration do
  defmacro __using__(_) do
    quote do
      use Ecto.Migration

      def after_begin() do
        repo().query! "SET lock_timeout TO '5s'"
      end
    end
  end
end
Then in your migrations you can use MyApp.Migration to share this behavior
among all your migrations.
Additional resources
	The Safe Ecto Migrations guide
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          @callback after_begin() :: term()


      


Migration code to run immediately after the transaction is opened.
Keep in mind that it is treated like any normal migration code, and should
consider both the up and down cases of the migration.
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          @callback before_commit() :: term()


      


Migration code to run immediately before the transaction is closed.
Keep in mind that it is treated like any normal migration code, and should
consider both the up and down cases of the migration.
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Adds a column when creating or altering a table.
This function also accepts Ecto primitive types as column types
that are normalized by the database adapter. For example,
:string is converted to :varchar, :binary to :bits or :blob,
and so on.
However, the column type is not always the same as the type used in your
schema. For example, a schema that has a :string field can be supported by
columns of type :char, :varchar, :text, and others. For this reason,
this function also accepts :text and other type annotations that are native
to the database. These are passed to the database as-is.
To sum up, the column type may be either an Ecto primitive type,
which is normalized in cases where the database does not understand it,
such as :string or :binary, or a database type which is passed as-is.
Custom Ecto types like Ecto.UUID are not supported because
they are application-level concerns and may not always map to the database.
Note: It may be necessary to quote case-sensitive, user-defined type names.
For example, PostgreSQL normalizes all identifiers to lower case unless
they are wrapped in double quotes. To ensure a case-sensitive type name
is sent properly, it must be defined :'"LikeThis"' or :""LikeThis"".
This is not necessary for column names because Ecto quotes them automatically.
Type names are not automatically quoted because they may be expressions such
as varchar(255).
Examples
create table("posts") do
  add :title, :string, default: "Untitled"
end

alter table("posts") do
  add :summary, :text               # Database type
  add :object,  :map                # Elixir type which is handled by the database
  add :custom, :'"UserDefinedType"' # A case-sensitive, user-defined type name
  add :identity, :integer, generated: "BY DEFAULT AS IDENTITY" # Postgres generated identity column
  add :generated_psql, :string, generated: "ALWAYS AS (id::text) STORED" # Postgres calculated column
  add :generated_other, :string, generated: "CAST(id AS char)" # MySQL and TDS calculated column
end
Options
	:primary_key - when true, marks this field as the primary key.
If multiple fields are marked, a composite primary key will be created.
	:default - the column's default value. It can be a string, number, empty
list, list of strings, list of numbers, or a fragment generated by
fragment/1.
	:null - determines whether the column accepts null values. When not specified,
the database will use its default behaviour (which is to treat the column as nullable
in most databases).
	:size - the size of the type (for example, the number of characters).
The default is no size, except for :string, which defaults to 255.
	:precision - the precision for a numeric type. Required when :scale is
specified.
	:scale - the scale of a numeric type. Defaults to 0.
	:comment - adds a comment to the added column.
	:collation - the collation of the text type.
	:after - positions field after the specified one. Only supported on MySQL,
it is ignored by other databases.
	:generated - a string representing the expression for a generated column. See
above for a comprehensive set of examples for each of the built-in adapters. If
specified alongside :start_value/:increment, those options will be ignored.
	:start_value - option for :identity key, represents initial value in sequence
generation. Default is defined by the database.
	:increment - option for :identity key, represents increment value for
sequence generation. Default is defined by the database.
	:fields - option for :duration type. Restricts the set of stored interval fields
in the database.
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Adds a column if it does not exist yet when altering a table.
If the type value is a %Reference{}, it is used to add a constraint.
type and opts are exactly the same as in add/3.
This command is not reversible as Ecto does not know about column existence before the creation attempt.
Examples
alter table("posts") do
  add_if_not_exists :title, :string, default: ""
end
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Alters a table.
Examples
alter table("posts") do
  add :summary, :text
  modify :title, :text
  remove :views
end
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Defines a constraint (either a check constraint or an exclusion constraint)
to be evaluated by the database when a row is inserted or updated.
Examples
create constraint("users", :price_must_be_positive, check: "price > 0")
create constraint("size_ranges", :no_overlap, exclude: ~s|gist (int4range("from", "to", '[]') WITH &&)|)
drop   constraint("products", "price_must_be_positive")
Options
	:check - A check constraint expression. Required when creating a check constraint.
	:exclude - An exclusion constraint expression. Required when creating an exclusion constraint.
	:prefix - The prefix for the table.
	:validate - Whether or not to validate the constraint on creation (true by default). See the section below for more information
	:comment - adds a comment to the constraint.

Using validate: false
Validation/Enforcement of a constraint is enabled by default, but disabling on constraint
creation is supported by PostgreSQL, and MySQL, and can be done by setting validate: false.
Setting validate: false as an option can be useful, as the creation of a constraint will cause
a full table scan to check existing rows. The constraint will still be enforced for subsequent
inserts and updates, but should then be updated in a following command or migration to enforce
the new constraint.
Validating / Enforcing the constraint in a later command, or migration, can be done like so:
  def change do
    # PostgreSQL
    execute "ALTER TABLE products VALIDATE CONSTRAINT price_must_be_positive", ""

    # MySQL
    execute "ALTER TABLE products ALTER CONSTRAINT price_must_be_positive ENFORCED", ""
  end
See the Safe Ecto Migrations guide for an
in-depth explanation of the benefits of this approach.
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Creates one of the following:
	an index
	a table with only the :id primary key
	a constraint

When reversing (in a change/0 running backwards), indexes are only dropped
if they exist, and no errors are raised. To enforce dropping an index, use
drop/1.
Examples
create index("posts", [:name])
create table("version")
create constraint("products", "price_must_be_positive", check: "price > 0")
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Creates a table.
By default, the table will also include an :id primary key field that
has a type of :bigserial. Check the table/2 docs for more information.
Examples
create table(:posts) do
  add :title, :string, default: "Untitled"
  add :body,  :text

  timestamps()
end
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Creates an index or a table with only :id field if one does not yet exist.
Examples
create_if_not_exists index("posts", [:name])

create_if_not_exists table("version")
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Creates a table if it does not exist.
Works just like create/2 but does not raise an error when the table
already exists.
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          @spec direction() :: :up | :down


      


Gets the migrator direction.
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Drops one of the following:
	an index
	a table
	a constraint

Examples
drop index("posts", [:name])
drop table("posts")
drop constraint("products", "price_must_be_positive")
drop index("posts", [:name]), mode: :cascade
drop table("posts"), mode: :cascade
Options
	:mode - when set to :cascade, automatically drop objects that depend
on the index, and in turn all objects that depend on those objects
on the table. Default is :restrict
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Drops one of the following if it exists:
	an index
	a table
	a constraint

Does not raise an error if the specified table or index does not exist.
Examples
drop_if_exists index("posts", [:name])
drop_if_exists table("posts")
drop_if_exists constraint("products", "price_must_be_positive")
drop_if_exists index("posts", [:name]), mode: :cascade
drop_if_exists table("posts"), mode: :cascade
Options
	:mode - when set to :cascade, automatically drop objects that depend
on the index, and in turn all objects that depend on those objects
on the table. Default is :restrict
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Executes arbitrary SQL, anonymous function or a keyword command.
The argument is typically a string, containing the SQL command to be executed.
Keyword commands exist for non-SQL adapters and are not used in most
situations.
You may instead run arbitrary code as part of your migration by supplying an
anonymous function. This defers execution of the anonymous function until
the migration callback has terminated (see Executing and
flushing). This is most often used in
combination with repo/0 by library authors who want to create high-level
migration helpers.
Reversible commands can be defined by calling execute/2.
Examples
execute "CREATE EXTENSION postgres_fdw"

execute create: "posts", capped: true, size: 1024

execute(fn -> repo().query!("SELECT $1::integer + $2", [40, 2], [log: :info]) end)

execute(fn -> repo().update_all("posts", set: [published: true]) end)
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Executes reversible SQL commands.
This is useful for database-specific functionality that does not
warrant special support in Ecto, for example, creating and dropping
a PostgreSQL extension. The execute/2 form avoids having to define
separate up/0 and down/0 blocks that each contain an execute/1
expression.
The allowed parameters are explained in execute/1.
Examples
defmodule MyApp.MyMigration do
  use Ecto.Migration

  def change do
    execute "CREATE EXTENSION postgres_fdw", "DROP EXTENSION postgres_fdw"
    execute(&execute_up/0, &execute_down/0)
  end

  defp execute_up, do: repo().query!("select 'Up query …';", [], [log: :info])
  defp execute_down, do: repo().query!("select 'Down query …';", [], [log: :info])
end
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Executes a SQL command from a file.
The argument must be a path to a file containing a SQL command.
Reversible commands can be defined by calling execute_file/2.
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Executes reversible SQL commands from files.
Each argument must be a path to a file containing a SQL command.
See execute/2 for more information on executing SQL commands.

  



  
    
      
    
    
      flush()
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Execute all changes specified by the migration so far.
See Executing and flushing.
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Generates a fragment to be used as a default value.
Examples
create table("posts") do
  add :inserted_at, :naive_datetime, default: fragment("now()")
end
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Returns an index struct that can be given to create/1, drop/1, etc.
Expects the table name as the first argument and the index field(s) as
the second. The fields can be atoms, representing columns, or strings,
representing expressions that are sent as-is to the database.
Options
	:name - the name of the index. Can be provided as a string or an atom.
Defaults to "#{table}_#{column}_index".
	:prefix - specify an optional prefix for the index.
	:unique - indicates whether the index should be unique. Defaults to false.
	:comment - adds a comment to the index.
	:using - configures the index type.

Some options are supported only by some databases:
	:concurrently - indicates whether the index should be created/dropped
concurrently in MSSQL and PostgreSQL.
	:include - specify fields for a covering index,
supported by PostgreSQL only.
	:nulls_distinct - specify whether null values should be considered
distinct for a unique index. Defaults to nil, which will not add the
parameter to the generated SQL and thus use the database default.
This option is currently only supported by PostgreSQL 15+.
For MySQL, it is always false. For MSSQL, it is always true.
See the dedicated section on this option for more information.
	:only - indicates to not recurse creating indexes on partitions.
supported by PostgreSQL only.
	:options - configures index options (WITH clause) for both PostgreSQL
and MSSQL
	:where - specify conditions for a partial index (PostgreSQL) /
filtered index (MSSQL).

Adding/dropping indexes concurrently
PostgreSQL supports adding/dropping indexes concurrently (see the
docs).
However, this feature does not work well with the transactions used by
Ecto to guarantee integrity during migrations.
You can address this with two changes:
	Change your repository to use PG advisory locks as the migration lock.
Note this may not be supported by Postgres-like databases and proxies.

	Disable DDL transactions. Doing this removes the guarantee that all of
the changes in the migration will happen at once, so you will want to
keep it short.


If the database adapter supports several migration lock strategies, such as
Postgrex, then review those strategies and consider using a strategy that
utilizes advisory locks to facilitate running migrations one at a time even
across multiple nodes. For example:
Config file (PostgreSQL)
config MyApp.Repo, migration_lock: :pg_advisory_lock
Migration file
defmodule MyRepo.Migrations.CreateIndexes do
  use Ecto.Migration
  @disable_ddl_transaction true

  def change do
    create index("posts", [:slug], concurrently: true)
  end
end
Alternately, you can add @disable_migration_lock true to your migration file.
This would mean that different nodes in a multi-node setup could run the same
migration at once. It is recommended to isolate your migrations to a single node
when using concurrent index creation without an advisory lock.
Index types
When creating an index, the index type can be specified with the :using
option. The :using option can be an atom or a string, and its value is
passed to the generated USING clause as-is.
For example, PostgreSQL supports several index types like B-tree (the
default), Hash, GIN, and GiST. More information on index types can be found
in the PostgreSQL docs.
Partial indexes
Databases like PostgreSQL and MSSQL support partial indexes.
A partial index is an index built over a subset of a table. The subset
is defined by a conditional expression using the :where option.
The :where option can be an atom or a string; its value is passed
to the generated WHERE clause as-is.
More information on partial indexes can be found in the PostgreSQL
docs.
The :nulls_distinct option
A unique index does not prevent multiple null values by default in most databases.
For example, imagine we have a "products" table and need to guarantee that
sku's are unique within their category, but the category is optional.
Creating a regular unique index over the sku and category_id fields with:
create index("products", [:sku, :category_id], unique: true)
will allow products with the same sku to be inserted if their category_id is nil.
The :nulls_distinct option can be used to change this behavior by considering
null values as equal, i.e. not distinct:
create index("products", [:sku, :category_id], unique: true, nulls_distinct: false)
This option is currently only supported by PostgreSQL 15+.
As a workaround for older PostgreSQL versions and other databases, an
additional partial unique index for the sku can be created:
create index("products", [:sku, :category_id], unique: true)
create index("products", [:sku], unique: true, where: "category_id IS NULL")
Sorting direction
You can specify the sorting direction of the index by using a keyword list:
create index("products", [desc: sku])
The following keywords are supported:
	:asc
	:asc_nulls_last
	:asc_nulls_first
	:desc
	:desc_nulls_last
	:desc_nulls_first

The *_nulls_first and *_nulls_last variants are not supported by all
databases.
Examples
# With no name provided, the name of the below index defaults to
# products_category_id_sku_index
create index("products", [:category_id, :sku], unique: true)

# The name can also be set explicitly
create index("products", [:category_id, :sku], name: :my_special_name)

# Indexes can be added concurrently
create index("products", [:category_id, :sku], concurrently: true)

# The index type can be specified
create index("products", [:name], using: :hash)

# Partial indexes are created by specifying a :where option
create index("products", [:user_id], where: "price = 0", name: :free_products_index)

# Covering indexes are created by specifying a :include option
create index("products", [:user_id], include: [:category_id])
Indexes also support custom expressions. Some databases may require the
index expression to be written between parentheses:
# Create an index on a custom expression
create index("products", ["(lower(name))"], name: :products_lower_name_index)

# Create a tsvector GIN index on PostgreSQL
create index("products", ["(to_tsvector('english', name))"],
             name: :products_name_vector, using: "GIN")
If the expression is a column name, it will not be quoted. This may cause issues
when the column is named after a reserved word. Consider using an atom instead.
For example, the name offset is reserved in many databases so the following
could produce an error: create index("products", ["offset"]).
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Modifies the type of a column when altering a table.
This command is not reversible unless the :from option is provided.
When the :from option is set, the adapter will try to drop
the corresponding foreign key constraints before modifying the type.
Generally speaking, you want to pass the type and each option
you are modifying to :from, so the column can be rolled back properly.
However, note that :from cannot be used to modify primary keys,
as those are generally trickier to revert.
See add/3 for more information on supported types.
If you want to modify a column without changing its type,
such as adding or dropping a null constraints, consider using
the execute/2 command with the relevant SQL command instead
of modify/3, if supported by your database. This may avoid
redundant type updates and be more efficient, as an unnecessary
type update can lock the table, even if the type actually
doesn't change.
Examples
alter table("posts") do
  modify :title, :text
end

# Self rollback when using the :from option
alter table("posts") do
  modify :title, :text, from: :string
end

# Modify column with rollback options
alter table("posts") do
  modify :title, :text, null: false, from: {:string, null: true}
end

# Modify the :on_delete option of an existing foreign key
alter table("comments") do
  modify :post_id, references(:posts, on_delete: :delete_all),
    from: references(:posts, on_delete: :nothing)
end
Options
	:null - determines whether the column accepts null values. If this option is
not set, the nullable behaviour of the underlying column is not modified.
	:default - changes the default value of the column.
	:from - specifies the current type and options of the column.
	:size - specifies the size of the type (for example, the number of characters).
The default is no size.
	:precision - the precision for a numeric type. Required when :scale is
specified.
	:scale - the scale of a numeric type. Defaults to 0.
	:comment - adds a comment to the modified column.
	:collation - the collation of the text type.
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Gets the migrator prefix.
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Defines a foreign key.
By default it assumes you are linking to the referenced table
via its primary key with name :id. If you are using a non-default
key setup (e.g. using uuid type keys) you must ensure you set the
options, such as :column and :type, to match your target key.
Examples
create table("products") do
  add :group_id, references("groups")
end

create table("categories") do
  add :group_id, :integer
  # A composite foreign that points from categories (product_id, group_id)
  # to products (id, group_id)
  add :product_id, references("products", with: [group_id: :group_id])
end
Options
	:name - The name of the underlying reference, which defaults to
"#{table}_#{column}_fkey".
	:column - The column name in the referenced table, which defaults to :id.
	:prefix - The prefix for the reference. Defaults to the prefix
defined by the block's table/2 struct (the "products" table in
the example above), or nil.
	:type - The foreign key type, which defaults to :bigserial.
	:on_delete - What to do if the referenced entry is deleted. May be
:nothing (default), :delete_all, :nilify_all, {:nilify, columns}, :default_all, {:default, columns}
or :restrict. {:nilify, columns} and {:default, columns} expect a list of atoms for columns
and is not supported by all databases.
	:on_update - What to do if the referenced entry is updated. May be
:nothing (default), :update_all, :nilify_all, or :restrict.
	:validate - Whether or not to validate the foreign key constraint on
 creation or not. Only available in PostgreSQL, and should be followed by
 a command to validate the foreign key in a following migration if false.
	:with - defines additional keys to the foreign key in order to build
a composite foreign key
	:match - select if the match is :simple, :partial, or :full. This is
supported only by PostgreSQL
at the moment.
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Removes a column when altering a table.
This command is not reversible as Ecto does not know what type it should add
the column back as. See remove/3 as a reversible alternative.
Examples
alter table("posts") do
  remove :title
end

  



    

  
    
      
    
    
      remove(column, type, opts \\ [])



        
          
        

    

  


  

Removes a column in a reversible way when altering a table.
type and opts are exactly the same as in add/3, and
they are used when the command is reversed.
If the type value is a %Reference{}, it is used to remove the constraint.
Examples
alter table("posts") do
  remove :title, :string, default: ""
end
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Removes a column if the column exists.
This command is not reversible as Ecto does not know whether or not the column existed before the removal attempt.
Examples
alter table("posts") do
  remove_if_exists :title
end
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Removes a column if the column exists.
If the type is a reference, removes the foreign key constraint for the reference first, if it exists.
This command is not reversible as Ecto does not know whether or not the column existed before the removal attempt.
Examples
alter table("posts") do
  remove_if_exists :author_id, references(:authors)
end
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Renames a table or index.
Examples
# rename a table
rename table("posts"), to: table("new_posts")

# rename an index
rename(index(:people, [:name], name: "persons_name_index"), to: "people_name_index")
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Renames a column.
Note that this occurs outside of the alter statement.
Examples
rename table("posts"), :title, to: :summary
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          @spec repo() :: Ecto.Repo.t()


      


Gets the migrator repo.
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Returns a table struct that can be given to create/2, alter/2, drop/1,
etc.
Examples
create table("products") do
  add :name, :string
  add :price, :decimal
end

drop table("products")

create table("products", primary_key: false) do
  add :name, :string
  add :price, :decimal
end

create table("daily_prices", primary_key: false, options: "PARTITION BY RANGE (date)") do
  add :name, :string, primary_key: true
  add :date, :date, primary_key: true
  add :price, :decimal
end

create table("users", primary_key: false) do
  add :id, :identity, primary_key: true, start_value: 100, increment: 20
end
Options
	:primary_key - when false, a primary key field is not generated on table
creation. Alternatively, a keyword list in the same style of the
:migration_primary_key repository configuration can be supplied
to control the generation of the primary key field. The keyword list
must include :name and :type. See add/3 for further options.
	:engine - customizes the table storage for supported databases. For MySQL,
the default is InnoDB.
	:prefix - the prefix for the table. This prefix will automatically be used
for all constraints and references defined for this table unless explicitly
overridden in said constraints/references.
	:comment - adds a comment to the table.
	:options - provide custom options that will be appended after the generated
statement. For example, "WITH", "INHERITS", or "ON COMMIT" clauses. "PARTITION BY"
can be provided for databases that support table partitioning.
	:modifiers - provide custom modifiers that should be inserted to the
table creation statement, between the tokens "CREATE" and "TABLE". For
example, "UNLOGGED", "GLOBAL", "TEMPORARY", or "GLOBAL TEMPORARY" in
PostgreSQL.
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Adds :inserted_at and :updated_at timestamp columns.
Those columns are of :naive_datetime type. A list of opts can be given
to customize the generated fields.
Following options will override the repo configuration specified by
:migration_timestamps option.
Options
	:inserted_at - the name of the column for storing insertion times.
Setting it to false disables the column.
	:updated_at - the name of the column for storing last-updated-at times.
Setting it to false disables the column.
	:type - the type of the :inserted_at and :updated_at columns.
Defaults to :naive_datetime.
	:default - the columns' default value. It can be a string, number, empty
list, list of strings, list of numbers, or a fragment generated by
fragment/1.
	:null - determines whether the column accepts null values. Defaults to
false.

Timezones
When using type: :utc_datetime or type: :utc_datetime_usec, Ecto already
guarantees that all input data must be in UTC format, regardless of your
database's timezone. For this reason, Ecto defaults to timestamp, even in
PostgreSQL.
If you chose to use type: :timestamptz, then you must ensure that your
database is configured to "Etc/UTC", otherwise Ecto and PostgreSQL will be
out of sync. mix ecto.create will create databases in Etc/UTC from
Ecto v3.14.0, but it is still your responsibility to configure your production
database accordingly. If you use :timestamptz and do not configure the
timezone, it may lead to incorrect behaviour or Ecto refusing to load data.
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Shortcut for creating a unique index.
See index/3 for more information.
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Lower level API for managing migrations.
EctoSQL provides three mix tasks for running and managing migrations:
	mix ecto.migrate - migrates a repository
	mix ecto.rollback - rolls back a particular migration
	mix ecto.migrations - shows all migrations and their status

Those tasks are built on top of the functions in this module.
While the tasks above cover most use cases, it may be necessary
from time to time to jump into the lower level API. For example,
if you are assembling an Elixir release, Mix is not available,
so this module provides a nice complement to still migrate your
system.
To learn more about migrations in general, see Ecto.Migration.
Example: Running an individual migration
Imagine you have this migration:
defmodule MyApp.MigrationExample do
  use Ecto.Migration

  def up do
    execute "CREATE TABLE users(id serial PRIMARY_KEY, username text)"
  end

  def down do
    execute "DROP TABLE users"
  end
end
You can execute it manually with:
Ecto.Migrator.up(Repo, 20080906120000, MyApp.MigrationExample)
Example: Running migrations in a release
Elixir v1.9 introduces mix release, which generates a self-contained
directory that consists of your application code, all of its dependencies,
plus the whole Erlang Virtual Machine (VM) and runtime.
When a release is assembled, Mix is no longer available inside a release
and therefore none of the Mix tasks. Users may still need a mechanism to
migrate their databases. This can be achieved with using the Ecto.Migrator
module:
defmodule MyApp.Release do
  @app :my_app

  def migrate do
    for repo <- repos() do
      {:ok, _, _} = Ecto.Migrator.with_repo(repo, &Ecto.Migrator.run(&1, :up, all: true))
    end
  end

  def rollback(repo, version) do
    {:ok, _, _} = Ecto.Migrator.with_repo(repo, &Ecto.Migrator.run(&1, :down, to: version))
  end

  defp repos do
    Application.load(@app)
    Application.fetch_env!(@app, :ecto_repos)
  end
end
The example above uses with_repo/3 to make sure the repository is
started and then runs all migrations up or a given migration down.
Note you will have to replace MyApp and :my_app on the first two
lines by your actual application name. Once the file above is added
to your application, you can assemble a new release and invoke the
commands above in the release root like this:
$ bin/my_app eval "MyApp.Release.migrate"
$ bin/my_app eval "MyApp.Release.rollback(MyApp.Repo, 20190417140000)"

Example: Running migrations on application startup
Add the following to the top of your application children spec:
{Ecto.Migrator,
 repos: Application.fetch_env!(:my_app, :ecto_repos),
 skip: System.get_env("SKIP_MIGRATIONS") == "true"}
To skip migrations you can also pass skip: true or as in the example
set the environment variable SKIP_MIGRATIONS to a truthy value.
And all other options described in up/4 are allowed,
for example if you want to log the SQL commands,
and run migrations in a prefix:
{Ecto.Migrator,
 repos: Application.fetch_env!(:my_app, :ecto_repos),
 log_migrator_sql: true,
 prefix: "my_app"}
To roll back you'd do it normally:
$ mix ecto.rollback
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    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        down(repo, version, module, opts \\ [])

      


        Runs a down migration on the given repository.



    


    
      
        migrated_versions(repo, opts \\ [])

      


        Gets all migrated versions.



    


    
      
        migrations(repo)

      


        Returns an array of tuples as the migration status of the given repo,
without actually running any migrations.



    


    
      
        migrations(repo, directories, opts \\ [])

      


        Returns an array of tuples as the migration status of the given repo,
without actually running any migrations.



    


    
      
        migrations_path(repo, directory \\ "migrations")

      


        Gets the migrations path from a repository.



    


    
      
        run(repo, direction, opts)

      


        Runs migrations for the given repository.



    


    
      
        run(repo, migration_source, direction, opts)

      


        Apply migrations to a repository with a given strategy.



    


    
      
        start_link(opts)

      


        Runs migrations as part of your supervision tree.



    


    
      
        up(repo, version, module, opts \\ [])

      


        Runs an up migration on the given repository.



    


    
      
        with_repo(repo, fun, opts \\ [])

      


        Ensures the repo is started to perform migration operations.
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Runs a down migration on the given repository.
Options
	:log - the level to use for logging of migration commands. Defaults to :info.
Can be any of Logger.level/0 values or a boolean.
	:log_migrations_sql - the level to use for logging of SQL commands
generated by migrations. Can be any of the Logger.level/0 values
or a boolean. If false, logging is disabled. If true, uses the configured
Repo logger level. Defaults to false
	:log_migrator_sql - the level to use for logging of SQL commands emitted
by the migrator, such as transactions, locks, etc. Can be any of the Logger.level/0
values or a boolean. If false, logging is disabled. If true, uses the configured
Repo logger level. Defaults to false
	:prefix - the prefix to run the migrations on
	:dynamic_repo - the name of the Repo supervisor process.
See Ecto.Repo.put_dynamic_repo/1.
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          @spec migrated_versions(Ecto.Repo.t(), Keyword.t()) :: [integer()]


      


Gets all migrated versions.
This function ensures the migration table exists
if no table has been defined yet.
Options
	:prefix - the prefix to run the migrations on
	:dynamic_repo - the name of the Repo supervisor process.
See Ecto.Repo.put_dynamic_repo/1.
	:skip_table_creation - skips any attempt to create the migration table
Useful for situations where user needs to check migrations but has
insufficient permissions to create the table.  Note that migrations
commands may fail if this is set to true. Defaults to false.  Accepts a
boolean.
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          @spec migrations(Ecto.Repo.t()) :: [
  {:up | :down, id :: integer(), name :: String.t()}
]


      


Returns an array of tuples as the migration status of the given repo,
without actually running any migrations.
Equivalent to:
Ecto.Migrator.migrations(repo, [Ecto.Migrator.migrations_path(repo)])

  



    

  
    
      
    
    
      migrations(repo, directories, opts \\ [])



        
          
        

    

  


  

      

          @spec migrations(Ecto.Repo.t(), String.t() | [String.t()], Keyword.t()) :: [
  {:up | :down, id :: integer(), name :: String.t()}
]


      


Returns an array of tuples as the migration status of the given repo,
without actually running any migrations.

  



    

  
    
      
    
    
      migrations_path(repo, directory \\ "migrations")



        
          
        

    

  


  

      

          @spec migrations_path(Ecto.Repo.t(), String.t()) :: String.t()


      


Gets the migrations path from a repository.
This function accepts an optional second parameter to customize the
migrations directory. This can be used to specify a custom migrations
path.
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          @spec run(Ecto.Repo.t(), atom(), Keyword.t()) :: [integer()]


      


Runs migrations for the given repository.
Equivalent to:
Ecto.Migrator.run(repo, [Ecto.Migrator.migrations_path(repo)], direction, opts)
See run/4 for more information.
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          @spec run(
  Ecto.Repo.t(),
  String.t() | [String.t()] | [{integer(), module()}],
  atom(),
  Keyword.t()
) :: [
  integer()
]


      


Apply migrations to a repository with a given strategy.
The second argument identifies where the migrations are sourced from.
A binary representing directory (or a list of binaries representing
directories) may be passed, in which case we will load all files
following the "#{VERSION}_#{NAME}.exs" schema. The migration_source
may also be a list of tuples that identify the version number and
migration modules to be run, for example:
Ecto.Migrator.run(Repo, [{0, MyApp.Migration1}, {1, MyApp.Migration2}, ...], :up, opts)
A strategy (which is one of :all, :step, :to, or :to_exclusive) must be given as
an option.
Execution model
In order to run migrations, at least two database connections are
necessary. One is used to lock the "schema_migrations" table and
the other one to effectively run the migrations. This allows multiple
nodes to run migrations at the same time, but guarantee that only one
of them will effectively migrate the database.
A downside of this approach is that migrations cannot run dynamically
during test under the Ecto.Adapters.SQL.Sandbox, as the sandbox has
to share a single connection across processes to guarantee the changes
can be reverted.
Options
	:all - runs all available if true

	:step - runs the specific number of migrations

	:to - runs all until the supplied version is reached
(including the version given in :to)

	:to_exclusive - runs all until the supplied version is reached
(excluding the version given in :to_exclusive)


Plus all other options described in up/4.
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Runs migrations as part of your supervision tree.
Options
	:repos - Required option to tell the migrator which Repo's to
migrate. Example: repos: [MyApp.Repo]

	:skip - Option to skip migrations. Defaults to false.


Plus all other options described in up/4.
See "Example: Running migrations on application startup" for more info.
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          @spec up(Ecto.Repo.t(), integer(), module(), Keyword.t()) :: :ok | :already_up


      


Runs an up migration on the given repository.
Options
	:log - the level to use for logging of migration instructions.
Defaults to :info. Can be any of Logger.level/0 values or a boolean.
If false, it also avoids logging messages from the database.
	:log_migrations_sql - the level to use for logging of SQL commands
generated by migrations. Can be any of the Logger.level/0 values
or a boolean. If false, logging is disabled. If true, uses the configured
Repo logger level. Defaults to false
	:log_migrator_sql - the level to use for logging of SQL commands emitted
by the migrator, such as transactions, locks, etc. Can be any of the Logger.level/0
values or a boolean. If false, logging is disabled. If true, uses the configured
Repo logger level. Defaults to false
	:prefix - the prefix to run the migrations on
	:dynamic_repo - the name of the Repo supervisor process.
See Ecto.Repo.put_dynamic_repo/1.
	:strict_version_order - abort when applying a migration with old timestamp
(otherwise it emits a warning)
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Ensures the repo is started to perform migration operations.
All of the application required to run the repo will be started
before hand with chosen mode. If the repo has not yet been started,
it is manually started, with a :pool_size of 2, before the given
function is executed, and the repo is then terminated. If the repo
was already started, then the function is directly executed, without
terminating the repo afterwards.
Although this function was designed to start repositories for running
migrations, it can be used by any code, Mix task, or release tooling
that needs to briefly start a repository to perform a certain operation
and then terminate.
The repo may also configure a :start_apps_before_migration option
which is a list of applications to be started before the migration
runs.
It returns {:ok, fun_return, apps}, with all apps that have been
started, or {:error, term}.
Options
	:pool_size - The pool size to start the repo for migrations.
Defaults to 2.
	:mode - The mode to start all applications.
Defaults to :permanent.

Examples
{:ok, _, _} =
  Ecto.Migrator.with_repo(repo, fn repo ->
    Ecto.Migrator.run(repo, :up, all: true)
  end)
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Adapter module for MySQL.
It uses MyXQL for communicating to the database.
Options
MySQL options split in different categories described
below. All options can be given via the repository
configuration:
config :your_app, YourApp.Repo,
  ...
The :prepare option may be specified per operation:
YourApp.Repo.all(Queryable, prepare: :unnamed)
Connection options
	:protocol - Set to :socket for using UNIX domain socket, or :tcp for TCP
(default: :socket)
	:socket - Connect to MySQL via UNIX sockets in the given path.
	:hostname - Server hostname
	:port - Server port (default: 3306)
	:username - Username
	:password - User password
	:database - the database to connect to
	:pool - The connection pool module, may be set to Ecto.Adapters.SQL.Sandbox
	:ssl - Accepts a list of options to enable TLS for the client connection,
or false to disable it. See the documentation for Erlang's ssl module
for a list of options (default: false)
	:connect_timeout - The timeout for establishing new connections (default: 5000)
	:cli_protocol - The protocol used for the mysql client connection (default: "tcp").
This option is only used for mix ecto.load and mix ecto.dump,
via the mysql command. For more information, please check
MySQL docs
	:socket_options - Specifies socket configuration
	:show_sensitive_data_on_connection_error - show connection data and
configuration whenever there is an error attempting to connect to the
database

The :socket_options are particularly useful when configuring the size
of both send and receive buffers. For example, when Ecto starts with a
pool of 20 connections, the memory usage may quickly grow from 20MB to
50MB based on the operating system default values for TCP buffers. It is
advised to stick with the operating system defaults but they can be
tweaked if desired:
socket_options: [recbuf: 8192, sndbuf: 8192]
We also recommend developers to consult the MyXQL.start_link/1 documentation
for a complete listing of all supported options.
Storage options
	:charset - the database encoding (default: "utf8mb4")
	:collation - the collation order
	:dump_path - where to place dumped structures
	:dump_prefixes - list of prefixes that will be included in the
structure dump. For MySQL, this list must be of length 1. Multiple
prefixes are not supported. When specified, the prefixes will have
their definitions dumped along with the data in their migration table.
When it is not specified, only the configured database and its migration
table are dumped.

After connect callback
If you want to execute a callback as soon as connection is established
to the database, you can use the :after_connect configuration. For
example, in your repository configuration you can add:
after_connect: {MyXQL, :query!, ["SET variable = value", []]}
You can also specify your own module that will receive the MyXQL
connection as argument.
Limitations
There are some limitations when using Ecto with MySQL that one
needs to be aware of.
Engine
Tables created by Ecto are guaranteed to use InnoDB, regardless
of the MySQL version.
UUIDs
MySQL does not support UUID types. Ecto emulates them by using
binary(16).
Read after writes
Because MySQL does not support RETURNING clauses in INSERT and
UPDATE, it does not support the :read_after_writes option of
Ecto.Schema.field/3.
DDL Transaction
MySQL does not support migrations inside transactions as it
automatically commits after some commands like CREATE TABLE.
Therefore MySQL migrations does not run inside transactions.
Insert Mode
The :insert_mode option controls the type of INSERT statement generated.
When set to :ignore, the adapter uses MySQL's INSERT IGNORE
syntax:
Repo.insert_all(Post, posts, insert_mode: :ignore)
With INSERT IGNORE, MySQL silently ignores errors that would normally
cause the statement to fail, such as duplicate key violations and certain
type conversion errors. When a row is ignored, the affected row count
will be 0 instead of 1.
See MySQL documentation for more details.
Upserts
When using on_conflict: :nothing, the adapter uses the
ON DUPLICATE KEY UPDATE x = x workaround to simulate "do nothing"
behavior. This always reports 1 affected row regardless of whether
the row was actually inserted or ignored.
If you need accurate row counts (0 when ignored, 1 when inserted) at the expense of error handling,
you can combine on_conflict: :nothing with insert_mode: :ignore:
Repo.insert_all(Post, posts,
  on_conflict: :nothing,
  insert_mode: :ignore)
When both options are used together, INSERT IGNORE handles the conflict
resolution and the ON DUPLICATE KEY UPDATE clause is omitted.
Examples:
Repo.insert_all(Post, posts,
  on_conflict: :nothing)

# SQL: INSERT INTO `posts` (`title`, `uuid`) VALUES (?,?) ON DUPLICATE KEY UPDATE `id` = VALUES(`id`)
Repo.insert_all(Post, posts,
  on_conflict: :nothing,
  insert_mode: :ignore)

# SQL: INSERT IGNORE INTO `posts` (`title`, `uuid`) VALUES (?,?)
Old MySQL versions
JSON support
MySQL introduced a native JSON type in v5.7.8, if your server is
using this version or higher, you may use :map type for your
column in migration:
add :some_field, :map
If you're using older server versions, use a TEXT field instead:
add :some_field, :text
in either case, the adapter will automatically encode/decode the
value from JSON.
usec in datetime
Old MySQL versions did not support usec in datetime while
more recent versions would round or truncate the usec value.
Therefore, in case the user decides to use microseconds in
datetimes and timestamps with MySQL, be aware of such
differences and consult the documentation for your MySQL
version.
If your version of MySQL supports microsecond precision, you
will be able to utilize Ecto's usec types.
Multiple Result Support
MyXQL supports the execution of queries that return multiple
results, such as text queries with multiple statements separated
by semicolons or stored procedures. These can be executed with
Ecto.Adapters.SQL.query_many/4 or the YourRepo.query_many/3
shortcut.
Be default, these queries will be executed with the :query_type
option set to :text. To take advantage of prepared statements
when executing a stored procedure, set the :query_type option
to :binary.
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Adapter module for PostgreSQL.
It uses Postgrex for communicating to the database.
Features
	Full query support (including joins, preloads and associations)
	Support for transactions
	Support for data migrations
	Support for ecto.create and ecto.drop operations
	Support for transactional tests via Ecto.Adapters.SQL

Options
Postgres options split in different categories described
below. All options can be given via the repository
configuration:
config :your_app, YourApp.Repo,
  ...
The :prepare option may be specified per operation:
YourApp.Repo.all(Queryable, prepare: :unnamed)
Migration options
	:migration_lock - prevent multiple nodes from running migrations at the same
time by obtaining a lock. The value :table_lock will lock migrations by wrapping
the entire migration inside a database transaction, including inserting the
migration version into the migration source (by default, "schema_migrations").
You may alternatively select :pg_advisory_lock which has the benefit
of allowing concurrent operations such as creating indexes. (default: :table_lock)

When using the :pg_advisory_lock migration lock strategy and Ecto cannot obtain
the lock due to another instance occupying the lock, Ecto will wait for 5 seconds
and then retry infinity times. This is configurable on the repo with keys
:migration_advisory_lock_retry_interval_ms and :migration_advisory_lock_max_tries.
If the retries are exhausted, the migration will fail.
Some downsides to using advisory locks is that some Postgres-compatible systems or plugins
may not support session level locks well and therefore result in inconsistent behavior.
For example, PgBouncer when using pool_modes other than session won't work well with
advisory locks. CockroachDB is another system that is designed in a way that advisory
locks don't make sense for their distributed database.
Connection options
	:hostname - Server hostname
	:socket_dir - Connect to Postgres via UNIX sockets in the given directory
The socket name is derived based on the port. This is the preferred method
for configuring sockets and it takes precedence over the hostname. If you are
connecting to a socket outside of the Postgres convention, use :socket instead;
	:socket - Connect to Postgres via UNIX sockets in the given path.
This option takes precedence over the :hostname and :socket_dir
	:username - Username
	:password - User password
	:port - Server port (default: 5432)
	:database - the database to connect to
	:maintenance_database - Specifies the name of the database to connect to when
creating or dropping the database. Defaults to "postgres"
	:pool - The connection pool module, may be set to Ecto.Adapters.SQL.Sandbox
	:ssl - Accepts a list of options to enable TLS for the client connection,
or false to disable it. See the documentation for Erlang's ssl module
for a list of options (default: false)
	:parameters - Keyword list of connection parameters
	:connect_timeout - The timeout for establishing new connections (default: 5000)
	:prepare - How to prepare queries, either :named to use named queries
or :unnamed to force unnamed queries (default: :named)
	:socket_options - Specifies socket configuration
	:show_sensitive_data_on_connection_error - show connection data and
configuration whenever there is an error attempting to connect to the
database

The :socket_options are particularly useful when configuring the size
of both send and receive buffers. For example, when Ecto starts with a
pool of 20 connections, the memory usage may quickly grow from 20MB to
50MB based on the operating system default values for TCP buffers. It is
advised to stick with the operating system defaults but they can be
tweaked if desired:
socket_options: [recbuf: 8192, sndbuf: 8192]
We also recommend developers to consult the Postgrex.start_link/1
documentation for a complete listing of all supported options.
Storage options
	:encoding - the database encoding (default: "UTF8")
or :unspecified to remove encoding parameter (alternative engine compatibility)
	:template - the template to create the database from
	:lc_collate - the collation order
	:lc_ctype - the character classification
	:dump_path - where to place dumped structures
	:dump_prefixes - list of prefixes that will be included in the structure dump.
When specified, the prefixes will have their definitions dumped along with the
data in their migration table. When it is not specified, the configured
database has the definitions dumped from all of its schemas but only
the data from the migration table from the public schema is included.
	:force_drop - force the database to be dropped even
if it has connections to it (requires PostgreSQL 13+)

After connect callback
If you want to execute a callback as soon as connection is established
to the database, you can use the :after_connect configuration. For
example, in your repository configuration you can add:
after_connect: {Postgrex, :query!, ["SET search_path TO global_prefix", []]}
You can also specify your own module that will receive the Postgrex
connection as argument.
Extensions
Both PostgreSQL and its adapter for Elixir, Postgrex, support an
extension system. If you want to use custom extensions for Postgrex
alongside Ecto, you must define a type module with your extensions.
Create a new file anywhere in your application with the following:
Postgrex.Types.define(MyApp.PostgresTypes, [MyExtension.Foo, MyExtensionBar])
Once your type module is defined, you can configure the repository to use it:
config :my_app, MyApp.Repo, types: MyApp.PostgresTypes
Unix socket connection
You may desire to communicate with Postgres via Unix sockets.
If your PG server is started on the same machine as your code, you could check that:
% sudo grep unix_socket_directories /var/lib/postgres/data/postgresql.conf
unix_socket_directories = '/run/postgresql'

% ls -lah /run/postgresql
итого 4,0K
drwxr-xr-x  2 postgres postgres  80 июн  4 10:58 .
drwxr-xr-x 35 root     root     840 июн  4 21:02 ..
srwxrwxrwx  1 postgres postgres   0 июн  5 07:41 .s.PGSQL.5432
-rw-------  1 postgres postgres  61 июн  5 07:41 .s.PGSQL.5432.lock

So you have postgresql started and listening on the socket.
Then you may use it as follows:
config :your_app, YourApp.Repo,
  socket_dir: "/run/postgresql"
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        All Ecto extensions for Postgrex.
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All Ecto extensions for Postgrex.
Currently Ecto does not define any of its own extensions for Postgrex.
If this changes in a future release, you will need to call this function
when defining your own custom extensions:
Postgrex.Types.define(MyApp.PostgresTypes,
                      [MyExtension.Foo, MyExtensionBar] ++ Ecto.Adapters.Postgres.extensions())
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Adapter module for MSSQL Server using the TDS protocol.
Options
Tds options split in different categories described
below. All options can be given via the repository
configuration.
Connection options
	:hostname - Server hostname
	:port - Server port (default: 1433)
	:username - Username
	:password - User password
	:database - the database to connect to
	:pool - The connection pool module, may be set to Ecto.Adapters.SQL.Sandbox
	:ssl - Set to true if ssl should be used (default: false)
	:ssl_opts - A list of ssl options, see Erlang's ssl docs
	:show_sensitive_data_on_connection_error - show connection data and
configuration whenever there is an error attempting to connect to the
database

We also recommend developers to consult the Tds.start_link/1 documentation
for a complete list of all supported options for driver.
Storage options
	:collation - the database collation. Used during database creation but
it is ignored later

If you need collation other than Latin1, add tds_encoding as dependency to
your project mix.exs file then amend config/config.ex by adding:
config :tds, :text_encoder, Tds.Encoding
This should give you extended set of most encoding. For complete list check
Tds.Encoding documentation.
After connect flags
After connecting to MSSQL server, TDS will check if there are any flags set in
connection options that should affect connection session behaviour. All flags are
MSSQL standard SET options. The following flags are currently supported:
	:set_language - sets session language (consult stored procedure output
 exec sp_helplanguage for valid values)
	:set_datefirst - number in range 1..7
	:set_dateformat - atom, one of :mdy | :dmy | :ymd | :ydm | :myd | :dym

	:set_deadlock_priority - atom, one of :low | :high | :normal | -10..10

	:set_lock_timeout - number in milliseconds > 0
	:set_remote_proc_transactions - atom, one of :on | :off

	:set_implicit_transactions - atom, one of :on | :off

	:set_allow_snapshot_isolation - atom, one of :on | :off
 (required if Repo.transaction(fn -> ... end, isolation_level: :snapshot) is used)

	:set_read_committed_snapshot - atom, one of :on | :off


Limitations
UUIDs
MSSQL server has slightly different binary storage format for UUIDs (uniqueidentifier).
If you use :binary_id, the proper choice is made. Otherwise you must use the Tds.Ecto.UUID
type. Avoid using Ecto.UUID since it may cause unpredictable application behaviour.
SQL Char, VarChar and Text types
When working with binaries and strings,there are some limitations you should be aware of:
	Strings that should be stored in mentioned sql types must be encoded to column
codepage (defined in collation). If collation is different than database collation,
it is not possible to store correct value into database since the connection
respects the database collation. Ecto does not provide way to override parameter
codepage.

	If you need other than Latin1 or other than your database default collation, as
mentioned in "Storage Options" section, then manually encode strings using
Tds.Encoding.encode/2 into desired codepage and then tag parameter as :binary.
Please be aware that queries that use this approach in where clauses can be 10x slower
due increased logical reads in database.

	You can't store VarChar codepoints encoded in one collation/codepage to column that
is encoded in different collation/codepage. You will always get wrong result. This is
not adapter or driver limitation but rather how string encoding works for single byte
encoded strings in MSSQL server. Don't be confused if you are always seeing latin1 chars,
they are simply in each codepoint table.


In particular, if a field has the type :text, only raw binaries will be allowed.
To avoid above limitations always use :string (NVarChar) type for text if possible.
If you really need to use VarChar's column type, you can use the Tds.Ecto.VarChar
Ecto type.
JSON support
Even though the adapter will convert :map fields into JSON back and forth,
actual value is stored in NVarChar column.
Query hints and table hints
MSSQL supports both query hints and table hints: https://docs.microsoft.com/en-us/sql/t-sql/queries/hints-transact-sql-query
For Ecto compatibility, the query hints must be given via the lock option, and they
will be translated to MSSQL's "OPTION". If you need to pass multiple options, you
can separate them by comma:
from query, lock: "HASH GROUP, FAST 10"
Table hints are specified as a list alongside a from or join:
from query, hints: ["INDEX (IX_Employee_ManagerID)"]
The :migration_lock will be treated as a table hint and defaults to "UPDLOCK".
Multi Repo calls in transactions
To avoid deadlocks in your app, we exposed :isolation_level  repo transaction option.
This will tell to SQL Server Transaction Manager how to begin transaction.
By default, if this option is omitted, isolation level is set to :read_committed.
Any attempt to manually set the transaction isolation via queries, such as
Ecto.Adapter.SQL.query("SET TRANSACTION ISOLATION LEVEL XYZ")
will fail once explicit transaction is started using Ecto.Repo.transaction/2
and reset back to :read_committed.
There is Ecto.Query.lock/3 function can help by setting it to WITH(NOLOCK).
This should allow you to do eventually consistent reads and avoid locks on given
table if you don't need to write to database.
NOTE: after explicit transaction ends (commit or rollback) implicit transactions
will run as READ_COMMITTED.
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A TDS adapter type for UUIDs strings.
If you are using Tds adapter and UUIDs in your project, instead of Ecto.UUID
you should use Tds.Ecto.UUID to generate correct bytes that should be stored
in database.
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        A raw binary representation of a UUID.



    


    
      
        t()

      


        A hex-encoded UUID string.



    





  
    Functions
  


    
      
        bingenerate()

      


        Generates a version 4 (random) UUID in the binary format.



    


    
      
        cast(arg1)

      


        Casts to UUID.



    


    
      
        cast!(value)

      


        Same as cast/1 but raises Ecto.CastError on invalid arguments.



    


    
      
        dump(arg1)

      


        Converts a string representing a UUID into a binary.



    


    
      
        dump!(value)

      


    


    
      
        embed_as(_)

      


        Callback implementation for Ecto.Type.embed_as/1.



    


    
      
        equal?(term1, term2)

      


        Callback implementation for Ecto.Type.equal?/2.



    


    
      
        generate()

      


        Generates a version 4 (random) UUID.



    


    
      
        load(uuid)

      


        Converts a binary UUID into a string.
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          @type raw() :: <<_::128>>


      


A raw binary representation of a UUID.
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          @type t() :: <<_::288>>


      


A hex-encoded UUID string.
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          @spec bingenerate() :: raw()


      


Generates a version 4 (random) UUID in the binary format.

  



  
    
      
    
    
      cast(arg1)



        
          
        

    

  


  

      

          @spec cast(t() | raw() | any()) :: {:ok, t()} | :error


      


Casts to UUID.

  



  
    
      
    
    
      cast!(value)



        
          
        

    

  


  

Same as cast/1 but raises Ecto.CastError on invalid arguments.

  



  
    
      
    
    
      dump(arg1)



        
          
        

    

  


  

      

          @spec dump(t() | any()) :: {:ok, raw()} | :error


      


Converts a string representing a UUID into a binary.

  



  
    
      
    
    
      dump!(value)



        
          
        

    

  


  


  



  
    
      
    
    
      embed_as(_)



        
          
        

    

  


  

Callback implementation for Ecto.Type.embed_as/1.

  



  
    
      
    
    
      equal?(term1, term2)



        
          
        

    

  


  

Callback implementation for Ecto.Type.equal?/2.

  



  
    
      
    
    
      generate()



        
          
        

    

  


  

      

          @spec generate() :: t()


      


Generates a version 4 (random) UUID.

  



  
    
      
    
    
      load(uuid)



        
          
        

    

  


  

      

          @spec load(raw() | any()) :: {:ok, t()} | :error


      


Converts a binary UUID into a string.
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A Tds adapter Ecto Type that wraps erlang string into tuple so TDS driver
can understand if erlang string should be encoded as NVarChar or Varchar.
Due to some limitations in Ecto and Tds driver, it is not possible to
support collations other than the one set on connection during login.
Please be aware of this limitation if you plan to store varchar values in
your database using Ecto since you will probably lose some codepoints in
the value during encoding. Instead use tds_encoding library and first
encode value and then annotate it as :binary by calling Ecto.Query.API.type/2
in your query. This way all codepoints will be properly preserved during
insert to database.
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        t()

      


        An erlang string



    


    
      
        varchar()

      


        A value annotated as varchar.



    





  
    Functions
  


    
      
        cast(value)

      


        Casts to string.



    


    
      
        cast!(value)

      


        Same as cast/1 but raises Ecto.CastError on invalid arguments.



    


    
      
        dump(value)

      


        Converts a string representing a VarChar into a tuple {value, :varchar}.



    


    
      
        embed_as(_)

      


        Callback implementation for Ecto.Type.embed_as/1.



    


    
      
        equal?(term1, term2)

      


        Callback implementation for Ecto.Type.equal?/2.



    


    
      
        load(value)

      


        Loads the DB type as is.
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          @type t() :: String.t()


      


An erlang string

  



  
    
      
    
    
      varchar()



        
          
        

    

  


  

      

          @type varchar() :: {String.t(), :varchar}


      


A value annotated as varchar.

  


        

      

      
        Functions


        


  
    
      
    
    
      cast(value)



        
          
        

    

  


  

      

          @spec cast(t() | varchar() | any()) :: {:ok, t()} | :error


      


Casts to string.

  



  
    
      
    
    
      cast!(value)



        
          
        

    

  


  

      

          @spec cast!(t() | varchar() | any()) :: t()


      


Same as cast/1 but raises Ecto.CastError on invalid arguments.

  



  
    
      
    
    
      dump(value)



        
          
        

    

  


  

      

          @spec dump(t() | any()) :: {:ok, varchar()} | :error


      


Converts a string representing a VarChar into a tuple {value, :varchar}.
Returns :error if value is not binary.

  



  
    
      
    
    
      embed_as(_)



        
          
        

    

  


  

Callback implementation for Ecto.Type.embed_as/1.

  



  
    
      
    
    
      equal?(term1, term2)



        
          
        

    

  


  

Callback implementation for Ecto.Type.equal?/2.

  



  
    
      
    
    
      load(value)



        
          
        

    

  


  

      

          @spec load(t() | any()) :: {:ok, t()} | :error


      


Loads the DB type as is.
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Specifies the adapter migrations API.
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    Types
  


    
      
        adapter_meta()

      


    


    
      
        command()

      


        All migration commands



    


    
      
        ddl_object()

      


        A struct that represents a table or index in a database schema.



    


    
      
        drop_mode()

      


    


    
      
        table_subcommand()

      


        All commands allowed within the block passed to table/2



    





  
    Callbacks
  


    
      
        execute_ddl(adapter_meta, command, options)

      


        Executes migration commands.



    


    
      
        lock_for_migrations(adapter_meta, options, fun)

      


        Locks the migrations table and emits the locked versions for callback execution.



    


    
      
        supports_ddl_transaction?()

      


        Checks if the adapter supports ddl transaction.
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      adapter_meta()



        
          
        

    

  


  

      

          @type adapter_meta() :: Ecto.Adapter.adapter_meta()


      



  



  
    
      
    
    
      command()



        
          
        

    

  


  

      

          @type command() ::
  raw ::
  String.t()
  | {:create, Ecto.Migration.Table.t(), [table_subcommand()]}
  | {:create_if_not_exists, Ecto.Migration.Table.t(), [table_subcommand()]}
  | {:alter, Ecto.Migration.Table.t(), [table_subcommand()]}
  | {:drop, Ecto.Migration.Table.t(), drop_mode()}
  | {:drop_if_exists, Ecto.Migration.Table.t(), drop_mode()}
  | {:create, Ecto.Migration.Index.t()}
  | {:create_if_not_exists, Ecto.Migration.Index.t()}
  | {:drop, Ecto.Migration.Index.t(), drop_mode()}
  | {:drop_if_exists, Ecto.Migration.Index.t(), drop_mode()}
  | {:create, Ecto.Migration.Constraint.t()}
  | {:drop, Ecto.Migration.Constraint.t(), drop_mode()}
  | {:drop_if_exists, Ecto.Migration.Constraint.t(), drop_mode()}


      


All migration commands

  



  
    
      
    
    
      ddl_object()



        
          
        

    

  


  

      

          @type ddl_object() :: Ecto.Migration.Table.t() | Ecto.Migration.Index.t()


      


A struct that represents a table or index in a database schema.
These database objects can be modified through the use of a Data
Definition Language, hence the name DDL object.

  



  
    
      
    
    
      drop_mode()



        
          
        

    

  


  

      

          @type drop_mode() :: :restrict | :cascade


      



  



  
    
      
    
    
      table_subcommand()



        
          
        

    

  


  

      

          @type table_subcommand() ::
  {:add, field :: atom(),
   type :: Ecto.Type.t() | Ecto.Migration.Reference.t() | binary(), Keyword.t()}
  | {:add_if_not_exists, field :: atom(),
     type :: Ecto.Type.t() | Ecto.Migration.Reference.t() | binary(),
     Keyword.t()}
  | {:modify, field :: atom(),
     type :: Ecto.Type.t() | Ecto.Migration.Reference.t() | binary(),
     Keyword.t()}
  | {:remove, field :: atom(),
     type :: Ecto.Type.t() | Ecto.Migration.Reference.t() | binary(),
     Keyword.t()}
  | {:remove, field :: atom()}
  | {:remove_if_exists, field :: atom(),
     type :: Ecto.Type.t() | Ecto.Migration.Reference.t() | binary()}
  | {:remove_if_exists, field :: atom()}


      


All commands allowed within the block passed to table/2

  


        

      

      
        Callbacks


        


  
    
      
    
    
      execute_ddl(adapter_meta, command, options)



        
          
        

    

  


  

      

          @callback execute_ddl(adapter_meta(), command(), options :: Keyword.t()) ::
  {:ok, [{Logger.level(), Logger.message(), Logger.metadata()}]}


      


Executes migration commands.

  



  
    
      
    
    
      lock_for_migrations(adapter_meta, options, fun)



        
          
        

    

  


  

      

          @callback lock_for_migrations(adapter_meta(), options :: Keyword.t(), fun) :: result
when fun: (-> result), result: var


      


Locks the migrations table and emits the locked versions for callback execution.
It returns the result of calling the given function with a list of versions.

  



  
    
      
    
    
      supports_ddl_transaction?()



        
          
        

    

  


  

      

          @callback supports_ddl_transaction?() :: boolean()


      


Checks if the adapter supports ddl transaction.

  


        

      


  

    
Ecto.Adapter.Structure behaviour
    



      
Specifies the adapter structure (dump/load) API.

      


      
        Summary


  
    Callbacks
  


    
      
        dump_cmd(args, opts, config)

      


        Runs the dump command for the given repo / config.



    


    
      
        structure_dump(default, config)

      


        Dumps the given structure.



    


    
      
        structure_load(default, config)

      


        Loads the given structure.



    





      


      
        Callbacks


        


  
    
      
    
    
      dump_cmd(args, opts, config)



        
          
        

    

  


  

      

          @callback dump_cmd(args :: [String.t()], opts :: Keyword.t(), config :: Keyword.t()) ::
  {output :: Collectable.t(), exit_status :: non_neg_integer()}


      


Runs the dump command for the given repo / config.
Calling this function will setup authentication and run the dump cli
command with your provided args.
The options in opts are passed directly to System.cmd/3.
Returns {output, exit_status} where output is a string of the stdout
(as long as no option into is provided, see System.cmd/3) and exit_status
is the exit status of the invocation. (0 for success)
Examples
iex> dump_cmd(["--data-only", "--table", "table_name"], [stdout_to_stderr: true], Acme.Repo.config())
{"--
-- PostgreSQL database dump
" <> _rest, 0}

  



  
    
      
    
    
      structure_dump(default, config)



        
          
        

    

  


  

      

          @callback structure_dump(default :: String.t(), config :: Keyword.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Dumps the given structure.
The path will be looked in the config under :dump_path or
default to the structure path inside default.
Returns an :ok tuple if it was dumped successfully, an error tuple otherwise.
Examples
structure_dump("priv/repo", username: "postgres",
                            database: "ecto_test",
                            hostname: "localhost")

  



  
    
      
    
    
      structure_load(default, config)



        
          
        

    

  


  

      

          @callback structure_load(default :: String.t(), config :: Keyword.t()) ::
  {:ok, String.t()} | {:error, term()}


      


Loads the given structure.
The path will be looked in the config under :dump_path or
default to the structure path inside default.
Returns an :ok tuple if it was loaded successfully, an error tuple otherwise.
Examples
structure_load("priv/repo", username: "postgres",
                            database: "ecto_test",
                            hostname: "localhost")

  


        

      


  

    
Ecto.Adapters.SQL.Connection behaviour
    



      
Specifies the behaviour to be implemented by all SQL connections.

      


      
        Summary


  
    Types
  


    
      
        cached()

      


        The cached query which is a DBConnection Query



    


    
      
        connection()

      


    


    
      
        name()

      


        The query name



    


    
      
        params()

      


    


    
      
        statement()

      


        The SQL statement



    





  
    Callbacks
  


    
      
        all(query)

      


        Receives a query and must return a SELECT query.



    


    
      
        child_spec(options)

      


        Receives options and returns DBConnection supervisor child
specification.



    


    
      
        ddl_logs(result)

      


        Receives a query result and returns a list of logs.



    


    
      
        delete(prefix, table, filters, returning)

      


        Returns a DELETE for the filters returning the given returning.



    


    
      
        delete_all(query)

      


        Receives a query and must return a DELETE query.



    


    
      
        execute(connection, cached, params, options)

      


        Executes a cached query.



    


    
      
        execute_ddl(command)

      


        Receives a DDL command and returns a query that executes it.



    


    
      
        explain_query(connection, query, params, opts)

      


        Executes an EXPLAIN query or similar depending on the adapter to obtains statistics of the given query.



    


    
      
        insert(prefix, table, header, rows, on_conflict, returning, placeholders, opts)

      


        Returns an INSERT for the given rows in table returning
the given returning.



    


    
      
        prepare_execute(connection, name, statement, params, options)

      


        Prepares and executes the given query with DBConnection.



    


    
      
        query(connection, statement, params, options)

      


        Runs the given statement as a query.



    


    
      
        query_many(connection, statement, params, options)

      


        Runs the given statement as a multi-result query.



    


    
      
        stream(connection, statement, params, options)

      


        Returns a stream that prepares and executes the given query with
DBConnection.



    


    
      
        table_exists_query(table)

      


        Returns a queryable to check if the given table exists.



    


    
      
        to_constraints(exception, options)

      


        Receives the exception returned by query/4.



    


    
      
        update(prefix, table, fields, filters, returning)

      


        Returns an UPDATE for the given fields in table filtered by
filters returning the given returning.



    


    
      
        update_all(query)

      


        Receives a query and values to update and must return an UPDATE query.



    





      


      
        Types


        


  
    
      
    
    
      cached()



        
          
        

    

  


  

      

          @type cached() :: map()


      


The cached query which is a DBConnection Query

  



  
    
      
    
    
      connection()



        
          
        

    

  


  

      

          @type connection() :: DBConnection.conn()


      



  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @type name() :: String.t()


      


The query name

  



  
    
      
    
    
      params()



        
          
        

    

  


  

      

          @type params() :: [term()]


      



  



  
    
      
    
    
      statement()



        
          
        

    

  


  

      

          @type statement() :: String.t()


      


The SQL statement

  


        

      

      
        Callbacks


        


  
    
      
    
    
      all(query)



        
          
        

    

  


  

      

          @callback all(query :: Ecto.Query.t()) :: iodata()


      


Receives a query and must return a SELECT query.

  



  
    
      
    
    
      child_spec(options)



        
          
        

    

  


  

      

          @callback child_spec(options :: Keyword.t()) ::
  :supervisor.child_spec() | {module(), Keyword.t()}


      


Receives options and returns DBConnection supervisor child
specification.

  



  
    
      
    
    
      ddl_logs(result)



        
          
        

    

  


  

      

          @callback ddl_logs(result :: term()) :: [
  {Logger.level(), Logger.message(), Logger.metadata()}
]


      


Receives a query result and returns a list of logs.

  



  
    
      
    
    
      delete(prefix, table, filters, returning)



        
          
        

    

  


  

      

          @callback delete(
  prefix :: String.t(),
  table :: String.t(),
  filters :: [atom()],
  returning :: [atom()]
) :: iodata()


      


Returns a DELETE for the filters returning the given returning.

  



  
    
      
    
    
      delete_all(query)



        
          
        

    

  


  

      

          @callback delete_all(query :: Ecto.Query.t()) :: iodata()


      


Receives a query and must return a DELETE query.

  



  
    
      
    
    
      execute(connection, cached, params, options)



        
          
        

    

  


  

      

          @callback execute(connection(), cached(), params(), options :: Keyword.t()) ::
  {:ok, cached(), term()} | {:ok, term()} | {:error | :reset, Exception.t()}


      


Executes a cached query.

  



  
    
      
    
    
      execute_ddl(command)



        
          
        

    

  


  

      

          @callback execute_ddl(command :: Ecto.Adapter.Migration.command()) ::
  String.t() | [iodata()]


      


Receives a DDL command and returns a query that executes it.

  



  
    
      
    
    
      explain_query(connection, query, params, opts)



        
          
        

    

  


  

      

          @callback explain_query(
  connection(),
  query :: String.t(),
  params :: Keyword.t(),
  opts :: Keyword.t()
) :: {:ok, term()} | {:error, Exception.t()}


      


Executes an EXPLAIN query or similar depending on the adapter to obtains statistics of the given query.
Receives the connection, query, params for the query,
and all opts including those related to the EXPLAIN statement and shared opts.
Must execute the explain query and return the result.

  



  
    
      
    
    
      insert(prefix, table, header, rows, on_conflict, returning, placeholders, opts)



        
          
        

    

  


  

      

          @callback insert(
  prefix :: String.t(),
  table :: String.t(),
  header :: [atom()],
  rows :: [[atom() | nil]],
  on_conflict :: Ecto.Adapter.Schema.on_conflict(),
  returning :: [atom()],
  placeholders :: [term()],
  opts :: Keyword.t()
) :: iodata()


      


Returns an INSERT for the given rows in table returning
the given returning.

  



  
    
      
    
    
      prepare_execute(connection, name, statement, params, options)



        
          
        

    

  


  

      

          @callback prepare_execute(
  connection(),
  name(),
  statement(),
  params(),
  options :: Keyword.t()
) ::
  {:ok, cached(), term()} | {:error, Exception.t()}


      


Prepares and executes the given query with DBConnection.

  



  
    
      
    
    
      query(connection, statement, params, options)



        
          
        

    

  


  

      

          @callback query(connection(), statement(), params(), options :: Keyword.t()) ::
  {:ok, term()} | {:error, Exception.t()}


      


Runs the given statement as a query.

  



  
    
      
    
    
      query_many(connection, statement, params, options)



        
          
        

    

  


  

      

          @callback query_many(connection(), statement(), params(), options :: Keyword.t()) ::
  {:ok, term()} | {:error, Exception.t()}


      


Runs the given statement as a multi-result query.

  



  
    
      
    
    
      stream(connection, statement, params, options)



        
          
        

    

  


  

      

          @callback stream(connection(), statement(), params(), options :: Keyword.t()) :: Enum.t()


      


Returns a stream that prepares and executes the given query with
DBConnection.

  



  
    
      
    
    
      table_exists_query(table)



        
          
        

    

  


  

      

          @callback table_exists_query(table :: String.t()) :: {iodata(), [term()]}


      


Returns a queryable to check if the given table exists.

  



  
    
      
    
    
      to_constraints(exception, options)



        
          
        

    

  


  

      

          @callback to_constraints(exception :: Exception.t(), options :: Keyword.t()) ::
  Keyword.t()


      


Receives the exception returned by query/4.
The constraints are in the keyword list and must return the
constraint type, like :unique, and the constraint name as
a string, for example:
[unique: "posts_title_index"]
Must return an empty list if the error does not come
from any constraint.

  



  
    
      
    
    
      update(prefix, table, fields, filters, returning)



        
          
        

    

  


  

      

          @callback update(
  prefix :: String.t(),
  table :: String.t(),
  fields :: [atom()],
  filters :: [atom()],
  returning :: [atom()]
) :: iodata()


      


Returns an UPDATE for the given fields in table filtered by
filters returning the given returning.

  



  
    
      
    
    
      update_all(query)



        
          
        

    

  


  

      

          @callback update_all(query :: Ecto.Query.t()) :: iodata()


      


Receives a query and values to update and must return an UPDATE query.

  


        

      


  

    
Ecto.Migration.Command 
    



      
Used internally by adapters.
This represents the up and down legs of a reversible raw command
that is usually defined with Ecto.Migration.execute/1.
To define a reversible command in a migration, see Ecto.Migration.execute/2.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Ecto.Migration.Command{down: String.t(), up: String.t()}


      



  


        

      


  

    
Ecto.Migration.Constraint 
    



      
Used internally by adapters.
To define a constraint in a migration, see Ecto.Migration.constraint/3.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Ecto.Migration.Constraint{
  check: String.t() | nil,
  comment: String.t() | nil,
  exclude: String.t() | nil,
  name: atom(),
  prefix: String.t() | nil,
  table: String.t(),
  validate: boolean()
}


      



  


        

      


  

    
Ecto.Migration.Index 
    



      
Used internally by adapters.
To define an index in a migration, see Ecto.Migration.index/3.

      


      
        Summary


  
    Types
  


    
      
        column()

      


    


    
      
        index_dir()

      


    


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      column()



        
          
        

    

  


  

      

          @type column() :: atom() | String.t() | {index_dir(), atom() | String.t()}


      



  



  
    
      
    
    
      index_dir()



        
          
        

    

  


  

      

          @type index_dir() ::
  :asc
  | :asc_nulls_first
  | :asc_nulls_last
  | :desc
  | :desc_nulls_first
  | :desc_nulls_last


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Ecto.Migration.Index{
  columns: [column()],
  comment: String.t() | nil,
  concurrently: boolean(),
  include: [atom() | String.t()],
  name: String.t() | atom(),
  nulls_distinct: boolean() | nil,
  only: boolean(),
  options: String.t(),
  prefix: String.t() | nil,
  table: String.t(),
  unique: boolean(),
  using: atom() | String.t(),
  where: atom() | String.t()
}


      



  


        

      


  

    
Ecto.Migration.Reference 
    



      
Used internally by adapters.
To define a reference in a migration, see Ecto.Migration.references/2.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        The reference struct.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Ecto.Migration.Reference{
  column: atom(),
  match: atom() | nil,
  name: term(),
  on_delete: atom(),
  on_update: atom(),
  options: [{:prefix, String.t() | nil}],
  prefix: String.t() | nil,
  table: String.t(),
  type: atom(),
  validate: boolean(),
  with: list()
}


      


The reference struct.
The :prefix field is deprecated and should instead be stored in the :options field.

  


        

      


  

    
Ecto.Migration.Table 
    



      
Used internally by adapters.
To define a table in a migration, see Ecto.Migration.table/2.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Ecto.Migration.Table{
  comment: String.t() | nil,
  engine: atom(),
  modifiers: String.t() | nil,
  name: String.t(),
  options: String.t(),
  prefix: String.t() | nil,
  primary_key: boolean() | keyword()
}


      



  


        

      


  

    
mix ecto.dump 
    



      
Dumps the current environment's database structure for the
given repository into a structure file.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.
This task needs some shell utility to be present on the machine
running the task.
	Database	Utility needed
	PostgreSQL	pg_dump
	MySQL	mysqldump

Example
$ mix ecto.dump

Command line options
	-r, --repo - the repo to load the structure info from
	-d, --dump-path - the path of the dump file to create
	-q, --quiet - run the command quietly
	--no-compile - does not compile applications before dumping
	--no-deps-check - does not check dependencies before dumping
	--prefix - prefix that will be included in the structure dump.
Can include multiple prefixes (ex. --prefix foo --prefix bar) with
PostgreSQL but not MySQL. When specified, the prefixes will have
their definitions dumped along with the data in their migration table.
The default behavior is dependent on the adapter for backwards compatibility
reasons. For PostgreSQL, the configured database has the definitions dumped
from all of its schemas but only the data from the migration table
from the public schema is included. For MySQL, only the configured
database and its migration table are dumped.


      




  

    
mix ecto.gen.migration 
    



      
Generates a migration.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.
Examples
$ mix ecto.gen.migration add_posts_table
$ mix ecto.gen.migration add_posts_table -r Custom.Repo

The generated migration filename will be prefixed with the current
timestamp in UTC which is used for versioning and ordering.
By default, the migration will be generated to the
"priv/YOUR_REPO/migrations" directory of the current application
but it can be configured to be any subdirectory of priv by
specifying the :priv key under the repository configuration.
This generator will automatically open the generated file if
you have ECTO_EDITOR set in your environment variable.
Command line options
	-r, --repo - the repo to generate migration for
	--no-compile - does not compile applications before running
	--no-deps-check - does not check dependencies before running
	--migrations-path - the path to run the migrations from, defaults to priv/repo/migrations

Configuration
If the current app configuration specifies a custom migration module
the generated migration code will use that rather than the default
Ecto.Migration:
config :ecto_sql, migration_module: MyApplication.CustomMigrationModule

      




  

    
mix ecto.load 
    



      
Loads the current environment's database structure for the
given repository from a previously dumped structure file.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.
This task needs some shell utility to be present on the machine
running the task.
	Database	Utility needed
	PostgreSQL	psql
	MySQL	mysql

Example
$ mix ecto.load

Command line options
	-r, --repo - the repo to load the structure info into
	-d, --dump-path - the path of the dump file to load from
	-q, --quiet - run the command quietly
	-f, --force - do not ask for confirmation when loading data.
Configuration is asked only when :start_permanent is set to true
(typically in production)
	--no-compile - does not compile applications before loading
	--no-deps-check - does not check dependencies before loading
	--skip-if-loaded - does not load the dump file if the repo has the migrations table up


      




  

    
mix ecto.migrate 
    



      
Runs the pending migrations for the given repository.
Migrations are expected at "priv/YOUR_REPO/migrations" directory
of the current application, where "YOUR_REPO" is the last segment
in your repository name. For example, the repository MyApp.Repo
will use "priv/repo/migrations". The repository Whatever.MyRepo
will use "priv/my_repo/migrations".
You can configure a repository to use another directory by specifying
the :priv key under the repository configuration. The "migrations"
part will be automatically appended to it. For instance, to use
"priv/custom_repo/migrations":
config :my_app, MyApp.Repo, priv: "priv/custom_repo"
This task runs all pending migrations by default. To migrate up to a
specific version number, supply --to version_number. To migrate a
specific number of times, use --step n.
The repositories to migrate are the ones specified under the
:ecto_repos option in the current app configuration. However,
if the -r option is given, it replaces the :ecto_repos config.
Since Ecto tasks can only be executed once, if you need to migrate
multiple repositories, set :ecto_repos accordingly or pass the -r
flag multiple times.
If a repository has not yet been started, one will be started outside
your application supervision tree and shutdown afterwards.
Examples
$ mix ecto.migrate
$ mix ecto.migrate -r Custom.Repo

$ mix ecto.migrate -n 3
$ mix ecto.migrate --step 3

$ mix ecto.migrate --to 20080906120000

Command line options
	--all - run all pending migrations

	--log-migrations-sql - log SQL generated by migration commands

	--log-migrator-sql - log SQL generated by the migrator, such as
transactions, table locks, etc

	--log-level (since v3.11.0) - the level to set for Logger. This task
does not start your application, so whatever level you have configured in
your config files will not be used. If this is not provided, no level
will be set, so that if you set it yourself before calling this task
then this won't interfere. Can be any of the Logger.level/0 levels

	--migrations-path - the path to load the migrations from, defaults to
"priv/repo/migrations". This option may be given multiple times in which
case the migrations are loaded from all the given directories and sorted
as if they were in the same one

	--no-compile - does not compile applications before migrating

	--no-deps-check - does not check dependencies before migrating

	--pool-size - the pool size if the repository is started
only for the task (defaults to 2)

	--prefix - the prefix to run migrations on

	--quiet - do not log migration commands

	-r, --repo - the repo to migrate

	--step, -n - run n number of pending migrations

	--strict-version-order - abort when applying a migration with old
timestamp (otherwise it emits a warning)

	--to - run all migrations up to and including version

	--to-exclusive - run all migrations up to and excluding version



      




  

    
mix ecto.migrations 
    



      
Displays the up / down migration status for the given repository.
The repository must be set under :ecto_repos in the
current app configuration or given via the -r option.
By default, migrations are expected at "priv/YOUR_REPO/migrations"
directory of the current application but it can be configured
by specifying the :priv key under the repository configuration.
If the repository has not been started yet, one will be
started outside our application supervision tree and shutdown
afterwards.
Examples
$ mix ecto.migrations
$ mix ecto.migrations -r Custom.Repo

Command line options
	--migrations-path - the path to load the migrations from, defaults to
"priv/repo/migrations". This option may be given multiple times in which
case the migrations are loaded from all the given directories and sorted as
if they were in the same one.
Note, if you have previously run migrations from paths a/ and b/, and now
run mix ecto.migrations --migrations-path a/ (omitting path b/), the
migrations from the path b/ will be shown in the output as ** FILE NOT FOUND **.

	--no-compile - does not compile applications before running

	--no-deps-check - does not check dependencies before running

	--prefix - the prefix to check migrations on

	-r, --repo - the repo to obtain the status for



      




  

    
mix ecto.rollback 
    



      
Reverts applied migrations in the given repository.
Migrations are expected at "priv/YOUR_REPO/migrations" directory
of the current application, where "YOUR_REPO" is the last segment
in your repository name. For example, the repository MyApp.Repo
will use "priv/repo/migrations". The repository Whatever.MyRepo
will use "priv/my_repo/migrations".
You can configure a repository to use another directory by specifying
the :priv key under the repository configuration. The "migrations"
part will be automatically appended to it. For instance, to use
"priv/custom_repo/migrations":
config :my_app, MyApp.Repo, priv: "priv/custom_repo"
This task rolls back the last applied migration by default. To roll
back to a version number, supply --to version_number. To roll
back a specific number of times, use --step n. To undo all applied
migrations, provide --all.
The repositories to rollback are the ones specified under the
:ecto_repos option in the current app configuration. However,
if the -r option is given, it replaces the :ecto_repos config.
If a repository has not yet been started, one will be started outside
your application supervision tree and shutdown afterwards.
Examples
$ mix ecto.rollback
$ mix ecto.rollback -r Custom.Repo

$ mix ecto.rollback -n 3
$ mix ecto.rollback --step 3

$ mix ecto.rollback --to 20080906120000

Command line options
	--all - run all pending migrations

	--log-migrations-sql - log SQL generated by migration commands

	--log-migrator-sql - log SQL generated by the migrator, such as
transactions, table locks, etc

	--log-level (since v3.11.0) - the level to set for Logger. This task
does not start your application, so whatever level you have configured in
your config files will not be used. If this is not provided, no level
will be set, so that if you set it yourself before calling this task
then this won't interfere. Can be any of the Logger.level/0 levels

	--migrations-path - the path to load the migrations from, defaults to
"priv/repo/migrations". This option may be given multiple times in which
case the migrations are loaded from all the given directories and sorted
as if they were in the same one

	--no-compile - does not compile applications before migrating

	--no-deps-check - does not check dependencies before migrating

	--pool-size - the pool size if the repository is started
only for the task (defaults to 2)

	--prefix - the prefix to run migrations on

	--quiet - do not log migration commands

	-r, --repo - the repo to migrate

	--step, -n - revert n migrations

	--strict-version-order - abort when applying a migration with old
timestamp (otherwise it emits a warning)

	--to - revert all migrations down to and including version

	--to-exclusive - revert all migrations down to and excluding version
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